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EDITORIAL

The wait is over

At the end of January, we finally got the news we’ve all been waiting 
for: Oracle AI Database 26ai Enterprise Edition is officially available for 
Linux x86-64 on-premises.

While we wait for our braver community members to "burn their fingers" 
testing out the new features (and hopefully writing about them soon!), 
let’s take a look at what’s currently happening in the world of Oracle.

This issue offers a perfectly balanced spread: half-technical insights, 
half-community updates.

The tech core: we’re diving into the democratization and implementation 
of AI Agents, tackling the Library Cache Bottleneck, and providing a 
detailed Architectural Analysis of Oracle Data Guard Redo Routes.

The community pulse: Get the highlights from AUFO’s 2025 activities, a 
recap of Oracle AI World Las Vegas through the eyes of AUFO members, 
and a look back at the EOUC Leaders Meeting held in Copenhagen.

Whether you're here for the code or the connections, there’s something 
in here for you.

Happy reading, everyone!

EDITORIAL

Oracle ACE Director, President of EOUC

MIRELA ARDELEAN
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DEMOCRATIZATION AND 
IMPLEMENTATION OF AI AGENTS

YOHANN GARCIA
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WORK & LIFE

Over the next four years, AI agents could play a significant role in CIO 
roadmaps and tools deployed in digital transformation.

This enthusiasm can be explained by the promise of efficiency in 
“business processes.”

This promise is made possible by the fact that, technologically speaking, 
“AI agents” are distinguished by their ability to connect to other 
applications through their “plugin” layer, allowing them to interact with 
an application ecosystem through connectivity.

It remains to be said that the technical vision alone is not sufficient to 
ensure the success of these AI agents projects, and that a much more 
multidisciplinary approach focused on identified real needs is essential 
to their success... But that is not the subject here. 

« With AI agents projects, success requires more than technical 
expertise »

From Traditional Automation to Autonomous AI 
Agents
Technically, the main difference between more traditional automation 
and RPA, which naturally increases agentics, is the (relative) “autonomy” 
conferred on the LLM, which has access to memory, the ability to 
“iterate” in several stages, and strong connectivity to applications 
(email manager, web search, CRM access, office tools, etc. access to 
other application APIs).

Augmenting Employees: 
Forbes estimates that the market for AI agents will be worth 1,330 
billion by 2030. Because the analysis of companies' business processes 
reveals multiple use cases among which these AI agents could be used 
to "augment the employee" and save him time. There is no point in trying 
to replace full-time equivalents, it is impossible to cover all the cases 
and the real use cases in which gains are observed are those where 
the notion and concept of "human in the loop" have been introduced 
(validation by the operator, proofreading, form or workflow validation, 
etc.).

The goal being to save time, the method is therefore to hunt down wasted 
time.

In fact, many employees did not wait for organizations to take up the 
issue, and depending on the structure, the unregulated use of AI and 
agents has spread throughout organizations, reaching up to 39% of 
shadow AI.

In just a few months, standards have been adopted fairly widely by 
publishers to enable the interconnection of their agents: with MCP 
Model Context Protocol by Anthropics, then A2A Agent to Agent. The 
consensus makes it possible to investigate these technologies without 
running the risk of technological choices becoming obsolete too quickly.

Oracle has also quickly integrated this building block into various levels 
of its offering.

Development Approaches:
But how can these agents be developed? Two main types of agent 
development are emerging: the first involves developing/coding them 
using libraries (Hugging Face, Langchain, CrewAI, etc.), which is fairly 
conventional and allows for particularly refined agents. The other 
method relies on low-code/no-code applications and platforms and 
enables the visual design of procedural workflows where the actions 
and interconnections between layers and interconnected applications 
(such as n8n, Langchain open agent platform, etc.) are fairly conventional 
and enable the creation of particularly sophisticated agents.

In just a few months, open-source communities have embraced these 
solutions and are sharing several thousand AI agents of varying 
degrees of interest (For example : the N8n community has thousands 
of shared agent workflows.).

At Oracle, the range of offerings around GenAI and agentics on the 
OCI platform is broad, covering responses to a variety of needs, 
particularly in terms of agent implementation. It should also be noted 
that Oracle Database 23 includes an MCP server, enabling connection 
with AI agents…
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OCI Generative AI Agents Platforms, available since February 2025, 
allows you to deploy agents that integrate customized workflows with 
an internal orchestration tool based on LLMs, incorporating a layer of 
RAG integrated into the solution, the ability to interact with standard 
relational databases (Oracle Database 23) (in addition to vector 
databases) and with SQL support (with an SQL endpoint).

Architecture and Data Integration:
This allows the integration of accurate information sources from 
customer databases (queried dynamically by the NL2SQL support, 
which is transparent to the platform user).

The combined use of RAG (which allows working on a vector basis 
specific to the model, specifically trained on qualified data) effectively 
limits the risk of hallucination (still significant according to benchmarks), 
and the connection to an SQL data source reinforces the relevance of 
the values and data coming from the agent's responses (outputs), by 
feeding the context with sourced and reliable data.

Then, in line with the fundamental principle of AI agents, the model will 
use a “planning layer“ that allows it to structure its actions and calls 
to other tools, like a form of “reasoning” to obtain an action or a result 
produced by the combination of these actions.

Designed as a pipeline, an orchestration of tools, this agentic platform 
also incorporates a series of layers to limit “hallucinations,” including a 
post-generation content verification process that checks output data 
by comparing it to the initial sources used. Hallucinations are still the 
bane of many use cases, sometimes preventing production due to 
the unreliability of the Proof of Concept. Here, the integration of this 
layer directly into this pipeline, which already includes RAG and SQL 
support, is an advantage in significantly improving the quality of the 

data output.

The platform also incorporates “Guardrails” at the input stage, filtering 
the input to limit risks at this level by understanding the request. It 
also checks the output. These Guardrails are also models specifically 
developed and fine-tuned for these actions.

The collaborative approach adopted by the publisher on the issue of 
the LLMs model and OCI allows users to select a model from among 
several available on the platform.

Last Word
It is clear that one of the factors for the successful deployment of AI 
agents, following the testing phases, is the quality of the outputs and 
actions produced by the AI agents, whether through simplified and 
systematized access to high-quality source data via databases (Oracle 
Database 23, MySQL, etc.) from an MCP connector in N8N, in CrewAI... 
in OCI Agent Platform etc. The provision of reliable data in context and 
in terms of resources is undoubtedly a determining factor and needs 
to be combined with an approach that incorporates other safeguards 
or guardrails. 

Ressources
https://docs.oracle.com/en/learn/oci-aiagent-mcp-server/index.
html#understand-the-code-llm-agent-with-mcp-server
https://blogs.oracle.com/cloud-infrastructure/first-principles-oci-ai-
agent-platform
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Yohann is AUFO's co-president. He is the Head of New Technologies and Digital Programs at École Polytechnique 
Executive Education, where he has been contributing since June 2023. He co-designs programs in AI, data, and 
cybersecurity for IT leaders, engineers, and executives, including flagship initiatives like "AI for Business" and the 
MSc in Cybersecurity. As a coach and mentor, he supports top managers and CIOs in shaping data and AI strategies. 
With extensive experience in IT project leadership, he has driven ERP, BI, and digital transformation projects across 
EMEA and APAC regions.

YOHANN GARCIA
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THE LIBRARY CACHE BOTTLENECK: 
TAMING CURSOR PROLIFERATION AND 
MASTERING SQL REUSE IN ORACLE 
DATABASE

ARSALAN DEHGHANISARIYARGHAN
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Introduction to Parent and Child Cursors
In Oracle, an SQL statement stored in the shared pool is represented 
by a parent cursor, and each executable instance or variation of that 
statement is a child cursor (Oracle, 2021). If a single SQL text is parsed 
under different conditions (e.g., session settings, bind metadata, or 
schema context), Oracle may create multiple child cursors for that one 
parent. The VERSION_COUNT in the dynamic view V$SQLAREA indicates 
how many child cursors exist for a given SQL; a value of 2 or more 
means multiple child cursors were needed (Oracle, 2021). Ideally, when 
an application reuses an SQL statement with the same syntax and a 
compatible execution environment, Oracle should use one child cursor 
repeatedly (keeping VERSION_COUNT = 1). Excessive child cursors (a 
“high version count”) means something prevented cursor sharing.

What Is a “High” Version Count?
There’s no fixed rule for how many versions are “high,” as it depends on 
system capacity and workload. However, Oracle performance reports 
(AWR) typically flag statements with more than 20 versions as potential 
problems (Oracle, 2020). Dozens of child cursors might be acceptable on 
a busy system, but when you see hundreds or thousands, it’s definitely 
a high version count that warrants investigation (Oracle, 2025a). Extreme 
cases have been observed, for example, a production query with over 
260,000 versions, causing major parsing delays (Tencent Cloud, 2015).

Why does this matter? Every additional child cursor adds overhead. 
Unnecessary SQL non-sharing and excessive versions are a primary 
cause of library cache contention. Put simply, when the database has 
to handle numerous versions of the same SQL statement, it ends up 
searching through a lengthy list of cursors every time that query runs. 
This not only wastes CPU resources but also increases parsing times. 
In severe situations, contention in the library cache can become so 
intense that the database essentially grinds to a halt, often showing 
symptoms like "cursor: mutex waits" and a general system slowdown 
(Oracle, 2025a). Therefore, it’s important to identify why those extra 
child cursors are being created and resolve the underlying issue.

Common Causes of Many Child Cursors
A high version count means Oracle is not reusing an existing cursor, 

usually due to a difference in execution environment or metadata 
that requires a new child. Oracle provides a diagnostic view V$SQL_
SHARED_CURSOR that has dozens of boolean (Y/N) columns, each 
flagging a reason why a new child cursor was needed (Oracle, 2019). 
Below we discuss the most common causes for cursor non-sharing and 
high version counts:

•	 Session Parameter or Optimizer Settings Mismatch: If the optimizer 
settings or session parameters aren’t consistent across executions, 
Oracle can’t reuse the same execution plan. For instance, changing the 
optimizer mode during a session means the database will need a new 
child cursor for that SQL; you can try this yourself, run a query, then 
alter the session’s OPTIMIZER _ MODE and run it again. This will result in 
a second child cursor, and you’ll notice it’s flagged with OPTIMIZER _
MISMATCH. (Even enabling certain trace events like 10046 can cause 
this mismatch and spawn another child.) The column OPTIMIZER_
MISMATCH in V$SQL _ SHARED _ CURSOR would be Y in such cases, 
indicating the optimizer settings didn’t match an existing child.

•	 Differences in SQL Text or Literals: If the SQL text is identical but 
contains literals (constant values) that Oracle cannot share under 
the current settings, a new child may be created. The LITERAL_
MISMATCH flag = Y means “non-data literal values do not match the 
existing child cursor” (Oracle, 2025a). In practice, if two sessions run the 
same query with different constant values (and you have CURSOR _
SHARING = EXACT), those are considered different parent cursors 
entirely. Even with CURSOR _ SHARING = SIMILAR (in older releases), 
Oracle might generate multiple children for the same literal query to 
avoid suboptimal plans (Oracle, 2025a). For example, with CURSOR _
SHARING = SIMILAR, running a query five times with slightly different 
literal values that change the execution plan can result in five child 
cursors with no obvious mismatch flag. Oracle intentionally does this 
when a single plan can’t be optimal for all literal values – it’s a feature 
called Adaptive (or Extended) Cursor Sharing. In summary, if you 
see many versions for a SQL using lots of different literal values, it’s 
likely due to literal mismatch or adaptive cursor sharing deciding not 
to share the cursor for certain value ranges.

•	 Bind Variable Metadata Mismatch: Using bind variables should 
promote cursor reuse, but if the bind definitions are inconsistent, you’ll 

https://www.facebook.com/emeaoracleusergroups/timeline
https://www.facebook.com/ORAWORLDMag
http://www.oraworld.org
https://twitter.com/eouc
https://twitter.com/oraworld_mag
https://twitter.com/hashtag/oraworld


11@emeaoracleusergroups @ORAWORLDMag www.oraworld.org@EOUC    @ORAWORLD_Mag    #ORAWORLDFOLLOW US ON

get new children. A BIND_MISMATCH (flag = Y) occurs when the bind 
metadata (number, types, or lengths of bind variables) differs from an 
existing child (Oracle, 2025a). For example, consider a query using a 
bind variable :a that was first provided as a VARCHAR2(100) and later 
as a VARCHAR2(400), Oracle will create a new child because the bind 
length changed (Oracle, 2025a). Similarly, if the data type of a bind is 
changed (say from NUMBER to CHAR in different executions) or certain 
NLS length semantics differ, that’s a bind mismatch. One specific 
subtype seen in newer versions is BIND_LENGTH_UPGRADEABLE: if 
a later execution needs a longer bind buffer than an earlier execution, 
Oracle may mark the original child as shareable but produce a new child 
with a larger bind length (Faruq, 2012). In other words, if an application 
initially binds a short string and later a much longer string, a new version 
might be created to accommodate the larger size. The key is that the 
application should use consistent bind data types and sizes across 
executions to avoid this. If you examine V$SQL _ SHARED _ CURSOR for 
a high-version-count SQL and see many rows with BIND _ MISMATCH = 
'Y', that’s a clear indication the application is not binding consistently 
(e.g., mixing data types or varying lengths) (Faruq, 2012).

•	 Schema or Object Mismatch: If the “base objects” of the SQL differ, 
you get new cursors. For instance, the same SQL text run in two 
different schemas or against different underlying tables (perhaps 
via synonyms or views) cannot share the exact cursor. Oracle will 
create children marked TRANSLATION_MISMATCH or AUTH_
CHECK_MISMATCH in such cases. A real example: running SELECT 
* FROM employees in two different schemas that each have their 
own EMPLOYEES table will produce two child cursors – the VERSION _
COUNT = 2 indicates the statement executed against two different 
objects (Oracle, 2021). Here, the text is identical, but Oracle must 
maintain separate cursors because the referenced object differs 
(one might see TRANSLATION _ MISMATCH = Y, meaning the base 
object didn't match an existing cursor). Likewise, ROW_LEVEL_SEC_
MISMATCH = Y can occur if Oracle’s fine-grained security (Virtual 
Private Database) applies different security policies per user (Oracle, 
2025a). Each user’s context may require a distinct cursor with a 
security predicate applied, leading to multiple versions.

•	 Statistics or Environment Changes: The flag STATS_ROW_
MISMATCH = Y means an execution plan was not shared because 

table statistics or cardinality feedback changed (Oracle, 2019). If 
object statistics are modified or dynamic sampling triggers a re-
optimization, Oracle might hard-parse a new child cursor. In Oracle 
11g and above, Adaptive Cursor Sharing can cause new children if 
runtime feedback shows the current plan was suboptimal for certain 
bind values – these new children might be indicated by flags like 
BIND_SENSITIVE or USE_FEEDBACK_STATS in V$SQL _ SHARED _
CURSOR (Oracle, 2019). Essentially, Oracle is “adapting” by creating 
a new execution plan (new child) better suited for a different bind 
value range. This is an expected behavior for complex queries with 
bind-sensitive plans, but it does increase version count.

•	 Parallel Execution or DDL Differences: Certain cursor variations 
relate to how the SQL was executed or the environment at execution 
time. For example, PDML_ENV_MISMATCH means one execution 
ran in parallel DML mode and another did not (Oracle, 2025a). 
INST_DRTLD_MISMATCH indicates one execution was an insert 
with direct-path (APPEND) and another was a regular insert (Oracle, 
2025a). BUFFERED_DML_MISMATCH means one execution used 
the buffer cache for DML and another used direct buffering (Oracle, 
2025a). If a query runs in a parallel query coordinator vs. as a parallel 
slave process, you may see SLAVE_QC_MISMATCH (Oracle, 2025a). 
These are less common in typical application code but can appear 
in specialized scenarios. The solution here is usually to ensure the 
execution environment remains consistent for that SQL (e.g., always 
run it serially, or always in parallel with the same DML mode settings).

•	 Miscellaneous Other Causes: Many other flags exist (see Oracle’s 
documentation for V$SQL _ SHARED _ CURSOR for a full list of 
non-sharing reasons) (Oracle, 2019). For example, LANGUAGE_
MISMATCH = Y if the session language or NLS environment differs 
(one execution under a different NLS sort or linguistic setting) 
(Oracle, 2025), or AUTH_CHECK_MISMATCH = Y if user privileges 
don’t match (one user lacks rights to reuse a cursor built by another 
user) (Oracle, 2025a). Each “Y” flag pinpoints a specific sharing 
incompatibility. In newer Oracle versions, a REASON column (in XML 
format) can detail the parameter differences when a cursor wasn’t 
shared – this can be very useful to see exactly which parameter 
or setting differed (Oracle, 2025a). Additionally, Oracle offers event 
tracing (e.g., ALTER SESSION SET EVENTS 'immediate trace name 
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cursortrace level 577') to produce a trace whenever a cursor is 
not shared (Oracle, 2025a). This is an advanced debugging method 
usually done in coordination with Oracle Support, as it produces 
low-level diagnostics.

Detecting SQL with High Version Counts
The first step is identifying which SQL statements have unusually high 
version counts. Often, an AWR or Statspack report will list “SQL ordered 
by Version Count,” highlighting SQL IDs with many child cursors. If you 
don’t have AWR, you can query the dynamic views directly. For example, 
to find statements with more than 20 versions:

In practice, querying all ~60 columns is unwieldy. Instead, you might 
select only those columns that have a value 'Y'. Oracle Support often 
provides a handy PL/SQL script (sometimes called VERSION_RPT) to 
summarize this view for a given SQL, outputting the reasons that cursor 
sharing failed for each child (Oracle, 2025b). If you cannot use such a 
script, you can manually inspect a few key columns as above.

When reviewing the output, pay attention to the BIND _ MISMATCH 
column. If you notice that BIND_MISMATCH is marked as 'Y' for several 
child cursors, it’s a strong sign there’s an issue with how bind variables 
are being used, most likely, the application is changing data types 
or sizes between different executions (Faruq, 2012). On the other 
hand, if you see OPTIMIZER _ MISMATCH set to 'Y', it usually means 
that optimizer-related parameters (for example, OPTIMIZER_MODE) 
have been altered between sessions or executions for that particular 
statement. A STATS _ ROW _ MISMATCH = 'Y' might tell you the cursor 
was re-parsed due to object statistics changes. Many of these flags 
are self-explanatory (see the earlier section on causes or Oracle’s 
documentation for definitions). The goal is to zero in on the one or two 
reasons that appear consistently across the child cursors. Often it will be 
obvious, for example, dozens of Y values under BIND _ MISMATCH (and 
perhaps BIND _ LENGTH _ UPGRADEABLE) point to bind inconsistencies 
in the client code (Faruq, 2012). Or you might find every child has 
LITERAL _ MISMATCH = 'Y', meaning the SQL text itself differed by a 
literal each time (thus not shared) (Oracle, 2025a).

In newer releases (Oracle 12c and above), the REASON CLOB column 
in V$SQL _ SHARED _ CURSOR (if not null) contains an XML document 
detailing the differences for each new child cursor (Oracle, 2025a). For 
instance, if OPTIMIZER _ MISMATCH = Y, the XML might specify exactly 
which optimizer parameter differed between the child and the existing 
cursor. Utilizing this requires parsing the XML, but it can save time for 
complex issues.

Solutions and Prevention Strategies for High 
Version Counts
The fixes for high version counts follow naturally from the causes – 
essentially, you want to eliminate the reasons a cursor can’t be shared. 

SELECT sql _ id, version _ count, substr(sql _ text, 1, 40) 
AS sql _ text
FROM   v$sqlarea
WHERE  version _ count > 20
ORDER  BY version _ count DESC;

This query will list SQLs with their VERSION _ COUNT. You might focus on 
the top few offenders (especially anything with dozens or more). Once 
you pinpoint a problematic SQL (by its SQL_ID or hash value), you’ll 
want to dig deeper.

Investigating Why a Cursor Has Many Children
To diagnose why a particular SQL ID has so many child cursors, use 
V$SQL_SHARED_CURSOR. This view shows, for each child cursor, 
which “mismatch” reasons are true (Y). The simplest approach is to 
query all the flags for that SQL. For example:

SELECT child_number,
       optimizer_mismatch,
       literal_mismatch,
       bind_mismatch,
       ...
FROM   v$sql_shared_cursor
WHERE  sql_id = 'your_sql_id';
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Here are strategies to address common causes:

•	 Use Bind Variables (and Use Them Consistently): The most 
effective fix for excessive child cursors due to different literal values 
is to parameterize queries. If an SQL text only differs by the constant 
values (e.g., WHERE salary > 100 vs. WHERE salary > 101), 
then using a bind (WHERE salary > :B1) allows Oracle to reuse one 
child cursor for all executions. For example, Oracle’s documentation 
shows that three similar queries using a bind variable all used a 
single child cursor (the VERSION_COUNT remained 1), whereas using 
three distinct literal values would have produced three separate 
cursors for the same SQL text (Oracle, 2021). Important: ensure 
that binds are data type-safe – if the column is NUMBER, bind a 
numeric type rather than a string, etc. Mismatched bind datatypes 
are a common cause of BIND _ MISMATCH. Work with developers to 
rectify any client code (or ORM framework) that might be sending 
inconsistent binds. For instance, a Java application might sometimes 
bind a number as a string, or use different JDBC types for the same 
parameter; these should be made consistent to avoid unnecessary 
new cursors (Faruq, 2012).

•	 Standardize Bind Lengths: Related to the above, if you have 
variable-length string binds, try to anticipate the maximum necessary 
size and use it consistently. For example, if an application sometimes 
binds a username parameter as 20 characters and other times as 
200 characters, Oracle might treat those as different bind metadata 
and create a new child cursor for the larger size (Faruq, 2012). A 
solution is to set the bind buffer length to the maximum expected 
(e.g., always bind VARCHAR2(200)), so that a longer value doesn’t 
trigger a new child through the BIND _ LENGTH _ UPGRADEABLE 
mechanism. This prevents scenarios where an application hits an 
internal limit (such as 1024 child cursors) simply because bind lengths 
kept increasing gradually (Faruq, 2012).

•	 Avoid Session Setting Changes Per Execution: Review the 
application’s use of session-level parameters. If the code frequently 
toggles session settings like OPTIMIZER _ MODE, CURSOR _ SHARING, 
NLS _ COMP, etc., around certain SQL executions, those SQLs may not 
share a cursor between sessions with different settings. The fix is to 
avoid such changes if possible. Keep session parameters uniform, or 

if changes are needed, isolate those changes to separate sessions 
or at least reset them afterward. For example, if one session sets 
NLS _ SORT to a different value before running a query while another 
uses the default sort, they cannot share the same child cursor (this 
would show up as a LANGUAGE _ MISMATCH). Ensuring a consistent 
NLS and optimizer environment for all sessions that run a given 
query can eliminate those causes of non-sharing.

•	 Unify or Eliminate Stored Outlines/Baselines Conflicts: If 
OUTLINE _ MISMATCH = Y is causing multiple child cursors (Oracle, 
2025a), it could be due to different stored outlines or plan baselines 
being used for the same SQL text. In modern versions of Oracle, 
stored outlines are deprecated in favor of SQL Plan Baselines. 
Ensure you’re not inadvertently using different outline categories 
for the same SQL. The solution is to consolidate to one baseline or 
outline if you need to force a plan, so that all sessions can share 
the same cached cursor. Inconsistent use of optimizer plan control 
mechanisms can cause version proliferation.

•	 Manage Statistics and Plan Stability: If frequent statistics 
gathering is causing many child cursors (e.g., STATS _ ROW _
MISMATCH flags), you have a few options. One approach is to use 
SQL Plan Management (plan baselines) to stabilize execution plans 
across stats changes, so that a new hard parse is less likely to occur. 
Another approach is to schedule stats collections thoughtfully (for 
example, not too frequently for volatile tables) or lock statistics on 
critical tables if appropriate, to reduce needless plan invalidations. In 
Oracle 12c and above, adaptive optimization features like automatic 
re-optimization are intended to improve plans but can also spawn 
new cursors (with queries marked as bind-sensitive or bind-aware). 
Generally, you should not disable these features, since they help 
performance overall, but be aware that some high version counts are 
benign if they come from Adaptive Cursor Sharing ensuring optimal 
plans for different bind value ranges. If such behavior is excessive, 
check if highly skewed data or histograms on certain columns are 
causing plan instability; adjusting or removing those histograms 
might reduce plan divergence between different bind values.

•	 Adjust Cursor Sharing Settings if Necessary: Oracle deprecated 
CURSOR _ SHARING = SIMILAR because it often led to confusion 
and in some cases high version counts anyway (Colgan, 2023). If you 
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are using SIMILAR and see many versions for what appears to 
be the same SQL, consider moving to either EXACT (preferred, 
if the application properly uses binds) or FORCE. CURSOR _
SHARING = FORCE will make Oracle replace literals with binds 
internally to encourage reuse, but it can lead to suboptimal 
plans because distinct literals sometimes truly need distinct 
plans (Oracle, 2025a). In Oracle’s own words, SIMILAR attempts 
to share SQL without degrading execution plans, whereas 
FORCE will force sharing even at the risk of plan degradation 
(Oracle, 2025a). Therefore, use FORCE with caution, it’s a last 
resort if you cannot change the application to use binds and 
you accept the potential performance trade-offs. In modern 
releases, rather than rely on FORCE at the system level, it’s 
usually better to fix the application or use SQL Plan Baselines 
to control plans for statements that don’t use binds. But if 
faced with an emergency due to literal SQL “explosions,” 
setting CURSOR _ SHARING to FORCE (either at the session level 
for a particular module, or database-wide temporarily) can 
immediately reduce new cursor creation.

•	 Ensure a Uniform Security Context (if possible): If each user’s 
login has different security attributes causing separate cursors 
(for example, Oracle Virtual Private Database adds a different 
predicate for each user, leading to SEC _ DEPTH _ MISMATCH or 
ROW _ LEVEL _ SEC _ MISMATCH flags), consider whether those 
users truly need separate underlying objects or policies. In 
many cases, VPD (Fine-Grained Access Control) will inherently 
create a new child cursor per unique security policy predicate 
applied – this may be unavoidable. However, if the application 
is using literal user IDs or dynamically constructing predicates, 
you can potentially improve sharing by using bind variables 
for those predicates so that the text of the query (after policy 
enforcement) remains the same for all users. Also, verify that 
object privileges are granted properly: if some executions 
run under a user that doesn't have certain privileges used by 
the existing cursor, you might see AUTH _ CHECK _ MISMATCH 
= Y (Oracle, 2025a). The remedy is to grant the necessary 
permissions to all users running the query so that Oracle can 

reuse the existing cursor rather than failing a privilege check 
and then creating a new one for a less-privileged user.

•	 Minimize Dynamic SQL Variations in PL/SQL: Another subtle 
cause of high version counts can be PL/SQL code that executes 
dynamic SQL with varying text or bind metadata. For example, 
calling an EXECUTE IMMEDIATE with a string that differs slightly 
each time (perhaps in a literal or a different return type) could 
lead to many children. The solution is to make the dynamic SQL 
itself use bind placeholders for any varying values, or to ensure 
the dynamic SQL text is constructed consistently so it can be 
reused. If you have control over the PL/SQL code, consider using 
static SQL (which avoids repeated parsing) or parameterize 
the dynamic SQL to avoid minor textual differences causing 
new cursors.

•	 Apply Patches / Upgrade the Database: Oracle continually 
fixes bugs that can cause unnecessary child cursor proliferation. 
If your high version count issue is due to a known bug (Oracle 
Support maintains lists of “High Version Count” bug fixes), 
applying the latest patch set or database upgrade might 
resolve it. For example, there were known bugs in Oracle 10g 
where even after addressing the cause, child cursors weren’t 
being freed properly; patches in later releases fixed that. 
Notably, starting with Oracle 11.2.0.3, an internal mechanism 
was introduced to auto-purge very high-version cursors: a 
hidden parameter _ CURSOR _ OBSOLETE _ THRESHOLD causes 
Oracle to automatically discard a parent cursor (marking it 
obsolete) when its version count exceeds a certain threshold, 
forcing a fresh hard parse on the next execution (Tencent 
Cloud, 2015). This prevents version counts from growing without 
bound. The default threshold is quite high (in the order of 1024 
or more), but it’s a safety valve to prevent runaway cursor 
growth from crippling the shared pool. Upgrading to a version 
with this feature (and ensuring it’s enabled by default, as it is 
in 11.2.0.3+ and Oracle 12c+) can help if you’ve encountered 
pathological cases with tens of thousands of child cursors. In 
summary, ensure you’re on a reasonably up-to-date Oracle 
release if you’re battling high version counts, many such issues 
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have been mitigated or improved in newer versions.
•	 Flushing Intractable Cursors (Last Resort): If a particular SQL has 

already accumulated an extreme number of child cursors (and you 
have since fixed the root cause), you might consider flushing that 
SQL from the shared pool to reset the version count. Oracle provides 
the procedure DBMS _ SHARED _ POOL.PURGE which can remove a 
specific SQL cursor (identified by its address or hash value) from the 
shared pool. Warning: Purging will invalidate all existing cursors for 
that SQL (including ones currently in use), effectively removing every 
child along with the parent, so it forces a hard parse the next time 
the SQL is executed (Lewis, 2019). It is usually best to do this during 
a maintenance window or low-traffic period. Note that PURGE 
operates at the parent cursor level, it will remove all child cursors 
for the given SQL ID (Lewis, 2019). This is a short-term remedy to 
clear out library cache bloat. The preferable solution is still to fix the 
cause and let Oracle naturally age out old cursors (or rely on the 
aforementioned auto-obsolete feature if available). Regular manual 
flushing is not recommended as a routine practice, because it can 
disrupt executing sessions and should only be done with caution.

Conclusion
High version counts are symptoms of underlying cursor sharing 
problems. By systematically diagnosing with Oracle’s tools, checking 
V$SQLAREA for candidates and V$SQL _ SHARED _ CURSOR for the 
specific non-sharing reasons, you can pinpoint why a particular SQL 
is not being shared. Focus on the top reasons (e.g., bind mismatches, 
literal usage, session setting differences, object mismatches, etc.) and 
implement the appropriate fix as described above. The benefits of 
reducing child cursor counts are significant: less CPU wasted on parsing, 
less contention in the library cache, and better overall throughput. In 
a healthy system, most frequently executed SQL statements should 
have VERSION_COUNT = 1 (or a small number if using adaptive cursor 
sharing), indicating that all sessions are able to share the same cached 
cursor.

Finally, it is important to instill good practices in development: use 
bind variables, keep SQL text consistent, and avoid session-level 
tweaks that prevent cursor sharing. Ensure the DBA team periodically 

monitors for high version counts as part of performance health checks. 
By catching a growing version count early (e.g., creeping from 1 to 5 
to 10 for a given SQL), you can intervene before it becomes a larger 
issue (such as a single SQL with hundreds of children consuming lots 
of memory and latch overhead). With careful diagnosis and proactive 
fixes, high cursor version counts can be brought down, keeping your 
SQL execution efficient and your library cache contention low.
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Introduction
Oracle Data Guard is a high-availability feature that replicates 
database redo from a primary database to one or more standby 
databases for disaster recovery. In a basic configuration, a primary 
database ships every redo record to each configured standby 
simultaneously by default. This approach works for simple topologies, 
but as deployments grow (e.g., involving multiple standbys or a far sync 
instance), a one-size-fits-all redo transport can become inefficient 
or insufficient. Oracle addressed this with the introduction of the 
RedoRoutes property in Data Guard Broker (first available in Oracle 
Database 12c, release 12.1.0.2). The RedoRoutes feature allows DBAs 
to define custom redo transport routes and priorities, overriding the 
default behavior where the primary sends redo to every destination. 
In essence, RedoRoutes enables complex redo transport topologies, 
such as cascaded standby configurations and far sync deployments, 
ensuring that redo data flows optimally even as roles change or 
network conditions vary. By using RedoRoutes, one can set up alternate 
paths and conditional routes so that if a preferred destination is 
unavailable, the redo is automatically rerouted to an alternate 
target without manual intervention. This deep dive will explain what 
RedoRoutes is, how it is configured, and how it improves Data Guard 
replication performance and reliability in advanced scenarios.

RedoRoutes Overview and Purpose
In Data Guard Broker, RedoRoutes is a configurable property that 
defines how redo traffic should be routed from a redo source to one 
or more redo destinations. According to Oracle’s documentation, “the 
RedoRoutes property lets you override the default behavior by which a 
primary database sends the redo that it generates to every other redo 
transport destination in the configuration”. A more granular routing 
policy can be specified by an administrator with RedoRoutes, rather 
than to send redo logs indiscriminately to all standby and related 
destinations. The utility of this approach is particularly evident in regards 
to complex configurations. Examples of such configurations includes 
cascaded standbys, wherein a standby forwards redo to another. 
Another is the use of a far sync instance; this being a lightweight 
middleman that receives redo and then forwards it on. The Oracle Data 
Guard Broker manual notes that RedoRoutes can create sophisticated 
topologies, for example, “one in which a physical standby database or 
a far sync instance forwards redo received from the primary database 
to one or more destinations, or one in which the redo transport mode 
used for a given destination is dependent on which database is in the 
primary role”. Configurations in which a standby database functions as 
a relay, cascading redo data to subsequent destinations, is enabled by 
the RedoRoutes feature. The management of role transitions are also 
handled, permitting varied routing rules contingent on which database 
presently operates as the primary. This functionality, introduced in 
Oracle 12c, represent a significant enhancement. The support for these 
types of scenarios in prior versions were far more restricted. With 
RedoRoutes, Oracle provided a simplified way to manage alternate 
redo shipping paths compared to manually configuring multiple 
LOG _ ARCHIVE _ DEST _ n parameters with complex conditional logic. 
It’s noteworthy that by default the RedoRoutes property is NULL on 
each database, which the broker treats as LOCAL:ALL at a primary 
database . In practical terms, that means unless you explicitly set 

RedoRoutes, the primary will attempt to send redo to every defined 
standby or alternate destination (the pre-12c behavior). By configuring 
RedoRoutes on the primary and, if needed, on standby or far sync 
instances, one can override this default to achieve targeted and 
efficient redo delivery. RedoRoutes is therefore fundamental for 
implementing Oracle’s “real-time cascading” of redo in Data Guard 12c 
and beyond, where intermediate standbys forward redo immediately 
as it’s received instead of waiting for archived logs.

Redo Routing Rules and Configuration Syntax
The RedoRoutes property is defined as a string of one or more routing 
rules. Each rule in the string has the form (redo _ source : redo _
destination). When applied, the rule becomes active if and only if 
one of the databases listed in the redo source part is currently fulfilling 
the primary role. At that point, the database where the property is set 
will send redo to every destination specified in the rule’s destination 
field. Oracle’s syntax allows the source field to be specified in a flexible 
way: it can be the keyword LOCAL (representing the database on which 
the property is set), the keyword ANY (meaning any database in the 
configuration), or one or more specific DB _ UNIQUE _ NAMEs separated 
by commas. For example, if a standby database has a rule with LOCAL 
as the source, that rule will take effect whenever that standby becomes 
the primary after a role transition. The destination field of a rule can 
similarly be broad or specific: one can use the keyword ALL to denote 
all configured destinations, or enumerate specific destinations and even 
group them. The general format for destination entries is a list of one or 
more destination groups. A destination group is either a single database 
name or a parenthesized list of databases, each of which can include an 
optional transport mode and priority attribute. The optional transport 
mode (ASYNC, SYNC, or FASTSYNC) allows overriding the transport method 
for that route if needed. If no mode is given in RedoRoutes, the route will 
use whatever mode is configured by the destination’s own properties 
(such as its LogXptMode). It’s worth mentioning that specifying transport 
modes in RedoRoutes is a way to handle scenarios where, for instance, 
you want the redo to go to one standby synchronously while another 
standby only needs asynchronous transport.

Priority Groups: The most powerful aspect of RedoRoutes is the use of 
the PRIORITY=n attribute (with n ranging from 1 to 8) to define ordered 
preferences and groups of destinations . A smaller priority number 
denotes a higher priority. The primary instance will attempt shipping 
redo toward only the highest-priority destination available in that 
group, should multiple destinations with different priorities be listed 
together. In the event of that destination becoming unavailable, such 
as from a network outage or an instance failure, an automatic failover 
to the group's next priority is initiated by the sender. A configuration 
having a far sync instance, FS1, and a standby database, SB1, provide 
an example of this. You might set the primary’s RedoRoutes as:

RedoRoutes = (LOCAL : ( FS1 PRIORITY=1, SB1 PRIORITY=2 ) )

In this rule, when the local database is primary, it has two possible 
destinations: FS1 with priority 1 and SB1 with priority 2. Because 
priority 1 is higher, the primary will ship redo to FS1 first, using the 
path Primary → FS1. If FS1 is up and running, SB1 will not receive 
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redo directly from the primary. However, if FS1 becomes unavailable 
for any reason, the primary will then route redo directly to SB1 (the 
next priority) until FS1 is available again. As soon as FS1 comes back 
online, the primary will revert to sending redo to FS1 (priority 1) and 
cease direct transmission to SB1. This demonstrates how priorities in 
a single group provide an automatic failover mechanism for redo 
transport, ensuring zero data loss architectures (with far sync in this 
case) can seamlessly fall back to an asynchronous route if needed, and 
then recover the synchronous path when possible.

Multiple destinations can also share the same priority within one 
group. In that case, the sending database will pick one of them and 
treat the others as equivalents. Oracle documentation clarifies this with 
an example of two far sync instances FS1 and FS2 both at PRIORITY=1 
in the same group. The primary will choose one (say, FS1) to actively ship 
to, and if FS1 fails it will switch to FS2 . Notably, when FS1 later becomes 
available again, the primary will not switch back automatically, 
because FS2 is still a valid destination with equal priority. In effect, 
when priorities are equal, the first successful destination remains the 
active one until it fails (a “sticky” behavior), rather than load-balancing 
or toggling between them. This design avoids unnecessary switching 
flaps when two or more destinations are considered interchangeable; 
one will serve as the active route and the others as hot-standby routes.

Destination Groups: By adding multiple parenthesized groups in the 
RedoRoutes string, an administrator can create independent sets of 
destinations that the primary (or other source) will use concurrently. Each 
group yields one active redo stream. For instance, suppose a primary 
database has two standbys and you want each standby to receive redo 
via a dedicated far sync. The definition of two groups are possible. For 
the first standby’s route, one group would contain FS1 (priority 1) and 
SB1 (priority 2). A second group is established for the second standby, 
containing FS2 (priority 1) and SB2 (priority 2). Conceptually:

RedoRoutes = (LOCAL: (FS1 PRIORITY=1, SB1 PRIORITY=2), (FS2 
PRIORITY=1, SB2 PRIORITY=2) )

The primary will maintain two active redo shipping path 
simultaneously in this configuration. One of these paths satisfy the 
first group, while the second path is for the second group. If both far 
sync instances FS1 and FS2 are available, the primary ships to both of 
them in parallel (thus both SB1 and SB2 are indirectly catching up from 
their respective far sync). If one far sync is down, the primary will still 
ship to the other far sync, while switching the affected group to send 
directly to its standby as a fallback. And if both far syncs are down, 
then the primary would send redo to both standbys directly. Using 
multiple groups is how Data Guard Broker supports configurations with 
multiple standby databases each protected by their own alternate 
path, effectively scaling out redo transport. Each group operates 
independently, ensuring that a failure in one path (e.g., one far sync) 
does not disrupt or influence the redo delivery to other standbys.

Special Case, Priority 8: RedoRoutes uses the priority value 8 to convey 
a unique behavior. Oracle defines PRIORITY=8 as having “special 
meaning”: if a primary is routing to a destination marked with priority 

8, it will ship redo to every destination with priority 8 in that group. 
Essentially, priority 8 means “broadcast to all in this group if this group 
becomes active.” To illustrate, suppose a rule is defined as (LOCAL : 
( FS1 PRIORITY=1, SB1 PRIORITY=8, SB2 PRIORITY=8 ) ). Here 
FS1 is the preferred path, but SB1 and SB2 share the special priority 
8. According to the documentation, if FS1 is available, the primary 
uses FS1 alone. If FS1 becomes unavailable, the primary will send redo 
simultaneously to both SB1 and SB2 (because both are priority 8 and 
thus both become active). When FS1 is back, the transmission reverts to 
FS1 only . The priority 8 mechanism is useful in scenarios where, upon 
losing a preferred channel (like a far sync), you want all remaining 
standbys to get redo at the same time to maximize data protection. 
Rather than choosing just one standby as a fallback, priority 8 says to 
fan-out to all of them. It’s essentially a way to override the “choose one 
destination per group” rule in failure cases, ensuring no standby is left 
behind if the primary must fail over to direct transmissions.

Use Cases and Examples of RedoRoutes
1. Far Sync with Alternate Path: The classic use case for RedoRoutes 
is in a Zero Data Loss architecture using a Far Sync instance. A far 
sync instance is a lightweight Oracle Data Guard component that has 
no datafiles; it only stages redo. The primary sends redo synchronously 
to the far sync (so that commits are protected without performance 
impact of a long-distance standby), and the far sync then forwards redo 
to one or more actual standby databases (typically over asynchronous 
links). Without RedoRoutes, a primary would by default also attempt 
to send redo to the standbys directly (which could be undesirable, as it 
negates the isolation that far sync is meant to provide). By configuring 
RedoRoutes, we can ensure the primary’s redo goes only to the far 
sync under normal conditions, and the far sync takes responsibility for 
forwarding it downstream. For example, in an Oracle 19c Data Guard 
setup, a DBA might set on the primary:

RedoRoutes = (LOCAL: ( FarSync1 PRIORITY=1, Standby1 
PRIORITY=2 ) )

and on the far sync instance:

RedoRoutes = ( PrimaryDB : Standby1 ASYNC )

This means “if this database is primary, send redo to FarSync1 
(preferred) or Standby1 (if FarSync1 is down); and if this is the far sync, 
forward any redo from PrimaryDB to Standby1.” The priority=1/2 on 
the primary ensures that the direct link to Standby1 is only used if the 
far sync is unavailable. Meanwhile, the far sync’s own RedoRoutes 
rule tells it to transmit what it receives from PrimaryDB to Standby1 
using ASYNC mode. In this configuration, during normal operation the 
primary ships synchronously to FarSync1, and FarSync1 immediately 
(in real time) ships asynchronously to Standby1. If FarSync1 fails, the 
primary seamlessly shifts to sending redo directly to Standby1 (now 
asynchronous) so that data protection is maintained (albeit with 
potential lag) until the far sync is restored. Once FarSync1 is back, the 
broker will switch the primary’s route back to synchronous transport 
via the far sync, achieving zero data loss again. All of this routing 
logic is automated through the RedoRoutes rules, which significantly 
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simplifies the management of such architectures. Oracle notes that the 
RedoRoutes property “substantially reduce[s] the complexity of setting 
up alternate redo paths”, since previously one might have had to 
configure multiple LOG _ ARCHIVE _ DEST _ n parameters with manual 
ALTERNATE settings and handle role transitions manually. RedoRoutes 
encapsulates these details within the broker, making high-availability 
setups more robust and less error-prone.

2. Cascaded Standby (Real-Time Cascading): Among the common 
scenarios are the cascaded standby configuration. In this particular 
arrangement, redo is received by a standby database, which can be called 
StandbyA, directly from the primary database. The subsequent forwarding 
of that same redo to a second standby, StandbyB, is then performed by 
StandbyA. This can be useful for offloading redo transmission, or when 
a second standby is located behind a first standby (for example, in a 
different data center reachable only from the first standby). With Oracle 
Data Guard 12c, the introduction of real-time cascading occurred, which 
means StandbyA can forward redo to StandbyB as soon as it arrives. 
The need to wait for archive logs is therefore eliminated. To configure 
this particular setup using RedoRoutes, a rule would be established 
on the primary database for sending to StandbyA, and not sending to 
StandbyB directly. A corresponding rule on StandbyA is then to forward 
redo from the primary on to StandbyB. For instance, using symbolic 
names: on Primary set RedoRoutes = (LOCAL: StandbyA) and on 
StandbyA set RedoRoutes = (PrimaryDB: StandbyB). The result is 
that when PrimaryDB is primary, it ships to StandbyA, and StandbyA in 
turn forwards those redo records to StandbyB. StandbyB thus becomes 
a cascaded standby, receiving redo from StandbyA. If a role switch 
occurs (say StandbyA becomes the primary), the rules should be adjusted 
to ensure continuity. In practice, one can include multiple routing rules 
to handle role transitions. For example, StandbyA’s RedoRoutes might 
also include a (LOCAL: StandbyB) rule so that if StandbyA becomes 
primary, it will then send redo to StandbyB directly. The ability to list 
more than one rule (separated by parentheses) allows us to encode such 
conditional behavior in advance. As Goryunov (2013) demonstrated, you 
can define RedoRoutes on both the original primary and the standby such 
that “redo transport [continues] after roles change, like a switchover” by 
including appropriate source designations (e.g., StandbyA’s rule using 
LOCAL for itself and a reference to the original primary). This ensures 
that no matter which database is primary, redo will always flow to the 
other members as intended. The Data Guard broker even provides a 
command to preview the effect: SHOW CONFIGURATION WHEN PRIMARY 
IS <db _ name> will display the redo transport configuration that would 
be in effect if a given standby were primary , a useful way to verify that 
your RedoRoutes rules cover all role possibilities.

3. Multi-Standby with Groups: In configurations with multiple 
standbys (or standby plus a far sync plus perhaps a downstream 
standby), RedoRoutes shines by enabling grouped routing strategies to 
balance performance and redundancy. For example, consider a primary 
database with two standbys, where you want each standby to have an 
independent redo stream. You could create two groups as described 
earlier, effectively giving each standby (or each site) its own prioritized 
path. Oracle’s documentation example shows a case of a primary sending 
to two far sync instances (FS1, FS2) each protecting a standby (SB1, SB2) 

. With groups configured, the primary will attempt to keep both standby 
sites up-to-date in parallel. Each group can fail over independently if its 
far sync fails, as we saw: the primary might end up shipping directly to 
SB1 while still using FS2 for SB2, or vice versa. This use of multiple groups 
is important for geographically distributed DR environments, for 
instance, one standby might be in a local data center and another in a 
remote region. You may prefer the primary to use a nearby far sync (with 
synchronous transport) for the local standby, and possibly another far 
sync or direct link for the remote standby asynchronously. By grouping 
them, you ensure both streams operate concurrently, and one going 
down doesn’t halt the other. Another aspect is the use of broadcast 
(priority 8) in such multi-standby setups. If, for example, the priority 8 
feature is applied, the primary could be configured to send redo to all 
remaining standbys if a primary route fails. While not common in every 
setup, this ensures maximum fan-out during failover conditions at the 
cost of extra network I/O (since multiple standbys would simultaneously 
receive redo). The RedoRoutes mechanism is flexible enough that by 
adjusting priorities and grouping, an architect can achieve virtually any 
pattern of redo dissemination required by the business continuity plan.

Advanced Considerations and Best Practices
Configuring RedoRoutes introduces a few considerations to keep in 
mind. First, when using cascaded redo (a standby forwarding to another 
standby), Oracle notes that you must explicitly set the route’s transport 
mode to ASYNC to enable real-time redo propagation. In other words, 
the link between the intermediate forwarding site and the downstream 
standby should include ASYNC in the RedoRoutes specification; otherwise 
that secondary route might revert to archived-log shipping. This is a subtle 
but important detail to achieve the lowest latency on cascaded standbys. 
Second, RedoRoutes should not be configured in a way that violates Data 
Guard role rules. For instance, the documentation warns that you cannot 
set RedoRoutes such that a physical standby, if converted to a snapshot 
standby (a read-write clone), would attempt to send redo to another 
member . Similarly, for logical standbys, RedoRoutes can only use LOCAL 
as the source (meaning the logical standby will not forward primary redo, 
but it could have rules for when it is primary) . These constraints ensure 
that RedoRoutes does not create an illegal routing loop or send redo from 
a database that isn’t applying it. Another best practice is to thoroughly 
plan and test RedoRoutes rules for all potential role transitions. Since 
a Data Guard configuration might undergo switchovers or failovers, 
each database that could become primary should have an appropriate 
RedoRoutes entry (or default) to send redo to all other databases. For 
example, if you have a primary and two standbys, you might configure 
RedoRoutes on the current primary for normal operation, but also set 
RedoRoutes on each standby such that if either standby becomes 
primary, it knows how to transport redo to the others. The broker’s new 
command SHOW CONFIGURATION WHEN PRIMARY IS … can help simulate 
this and confirm that there are no gaps in routing . It’s also wise to use the 
Broker’s verbose status report or the DGMGRL SHOW DATABASE <name> 
RedoRoutes command to verify that the RedoRoutes settings are in effect 
as expected. The output of SHOW CONFIGURATION VERBOSE will display 
each standby and indicate if it’s receiving redo directly or via another 
member, including notes like “(alternate of fs_site3)” to show a standby is 
an alternate when a far sync is in use. This helps validate that your priority 
groups and alternates are correctly recognized by the broker.
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From a performance standpoint, RedoRoutes contributes to network 
efficiency and streamlined primary workload. By routing redo 
through intermediate nodes, like far sync, or by avoiding duplicate 
transmission, the primary can reduce the number of network send 
operations it performs. In our earlier far sync example, rather than 
the primary sending one copy of redo to FarSync and another to the 
standby, it only sends one copy for both, leaving the forwarding to 
the far sync. This not only offloads work from the primary but also 
centralizes the synchronous acknowledgment at the far sync, thereby 
not slowing down the primary’s commit latency for distant standbys. 
RedoRoutes effectively enables hub-and-spoke transport or daisy-
chains of standbys that were not possible or easy to manage before 
12c. Additionally, the ability to specify different transport modes per 
destination in RedoRoutes means you can fine-tune your network 
usage: for example, you might use ASYNC for a long-distance replica 
to avoid impacting the primary, even if the default mode is SYNC for 
closer replicas. All these configurations can be dynamically changed 
via Broker commands (EDIT DATABASE ... SET PROPERTY RedoRoutes 
= ...), offering flexibility to adapt to maintenance or topology changes.

In summary, RedoRoutes is a sophisticated feature that greatly 
enhances Data Guard’s redo transport control. It was designed 
to simplify the implementation of complex Data Guard architectures, 
aligning with Oracle’s Maximum Availability Architecture (MAA) best 
practices. By using RedoRoutes, organizations can achieve more resilient 
replication (through automatic destination failover), reduce unnecessary 
redo shipping (sending redo only where needed), and ensure that even 
after a role swap, the new primary database continues to ship redo 
to all intended targets without manual reconfiguration. As with any 
powerful feature, careful planning and testing are recommended, but 
the payoff is a cleaner, more robust Data Guard setup.

Conclusion
Oracle Data Guard’s RedoRoutes property provides a powerful 
and flexible way to manage redo transport in advanced replication 
environments. It enables DBAs to go beyond the default “primary-to-
all” redo shipping and define custom pathways with priorities and 
conditional logic. We have seen how RedoRoutes can be applied to 

scenarios like far sync instances for zero data loss, cascaded (multi-hop) 
standbys, and multiple standby groups, facilitating optimal performance 
and failover behavior. The introduction of RedoRoutes in Oracle 12c was 
a game-changer for Data Guard configurations: it encapsulated what 
used to require complex manual setup into declarative broker-managed 
rules. By specifying redo source and destination pairs, along with 
attributes like transport mode and priority, one can assure that each 
standby receives redo in the most efficient manner depending on the 
context. During normal operation, RedoRoutes can minimize redundant 
data transmission, for example, a primary sending one stream to a far 
sync instead of two streams to two standbys, and during abnormal 
situations, it can automatically reroute redo to maintain protection, such 
as failing over to alternate standby destinations. The priority mechanism 
(including the special priority 8 case) gives fine-grained control over 
these failover and load-sharing behaviors. Perhaps equally important, 
RedoRoutes rules can be crafted to anticipate role transitions, ensuring 
the Data Guard configuration remains intact after a switchover or failover, 
a critical aspect for seamless high availability. In conclusion, RedoRoutes 
exemplifies Oracle’s commitment to providing enterprise-grade continuity 
solutions: it blends simplicity (single property to set) with sophistication 
(covering complex topologies). As best practices, administrators should 
use RedoRoutes in conjunction with proper monitoring (Broker’s status 
commands) and testing of failover scenarios to fully harness its benefits. 
By doing so, an Oracle Data Guard environment can achieve both high 
performance and high resiliency in redo transport, safeguarding the 
database across any distance or configuration complexity.
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AUFO – 2025, A YEAR OF ACTION, 
COLLABORATION AND GROWTH
AN INCREASINGLY DYNAMIC 
ECOSYSTEM SERVING ORACLE USERS

In 2025, the French Oracle 
Users Group, as known 
in France as the “AUFO - 
Association des Utilisateurs 
Francophones Oracle” 
confirmed its central role 
within the Oracle community, 
both in France and across 
Europe. Thanks to regular 
exchanges with Oracle France, 
Oracle Europe and European 
user groups, the association 
has established itself as a key 
partner in supporting users 
facing major technological 
challenges.
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A strong and committed community
In 2025, AUFO brings together 113 member companies and more than 
500 active contacts. It is a highly mobilized community, with members 
who have been loyal for many years and new members who are joining 
to expand the community.

AUFO also organizes nearly 40 events and workshops in 2025 —both 
remotely and in person— including some in collaboration with Oracle. 
AUFO has consolidated its role as a platform for discussion, skills 
development and experience sharing.

A stronger presence in Europe and 
internationally
2025 was marked by active participation in several strategic events in 
the Oracle ecosystem:

•	 AI World in Las Vegas in October 2025
•	 Cloud World Tour in London last March
•	 The EOUC Meeting in Copenhagen, organized in November 2025

These events provided the French community with opportunities to 
engage in international exchanges and share experiences.

A highlight not to be missed: Users' Day on the 
4th of November 2025
With more than 200 participants, 18 partner companies, including 
Oracle, and a plenary session followed by a series of thematic 
workshops, the annual Users' Day remains one of the most memorable 
moments of the AUFO each year.

This year's edition was themed ‘Reconciling ethical AI, innovation and 
value creation.’ A highly topical theme, illustrating the members' desire 
to reconcile technological progress, responsibility and operational 
performance.

The afternoon sessions addressed the major families of Oracle 
solutions:
•	 BI

•	 EPM
•	 ERP Cloud / SCM Cloud
•	 JD Edwards
•	 NetSuite
•	 OCI / PeopleSoft

Each time, the workshops were punctuated by user round tables, 
concrete feedback and peer sharing, confirming the essential value of 
exchange within the community.

E-invoicing & E-reporting: a major challenge in 
2025… and 2026
Beyond AI, it’s the global e-invoicing and e-reporting reform that has 
mobilized a large part of IT and finance departments in 2025 (and 
will continue in 2026 sure…). The revision of deadlines by the French 
government requires thorough preparation, in conjunction with 
software publishers and Approved Platforms (the new name replacing 
‘PDPs’), as it’s much more ambitious than a simple transposition of EU 
Directive 2014/55/EU.

Key dates for the reform in France:

•	 All companies ➜ September 1, 2026: obligation to receive electronic 
invoices

•	 Large companies & mid-cap companies ➜ September 1, 2026: 
obligation to issue electronic invoices + obligation to e-report

•	 SMEs, micro-enterprises & micro-businesses ➜  September 1, 2027: 
obligation to issue electronic invoices + obligation to e-report

In light of these deadlines, the response has been exceptional: nearly 
100 participants in each of the two webinars organized with the DGFiP 
(Department of French ministry of Finances). And of course, the AUFO 
also organized specialized sessions for each Oracle solution: E-Business 
Suite, ERP Cloud, PeopleSoft, JD Edwards… as it was asked by the users 
and AUFO members.

The richness of AUFO lies in the sharing of best practices, feedback 
and concrete lessons learned between users — in France and across all 
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European clubs. We are calling on you: as users of Oracle solutions in 
Europe, where do you stand on e-invoicing and e-reporting? How 
much information have you received from Oracle on this subject, 
and are you already or soon to be ready for the reform? (even if we 
know that it might differ between each of the 27 countries in the EU).

We would be delighted to hear your feedback, advice, difficulties, 
best practices and experiences in the field. Write to us at: delegation@
clubutilisateursoracle.org

Conclusion
With an expanded community, growing events, strengthened 
collaboration with Oracle and sustained involvement at European 
level, 2026 will be a decisive year for AUFO.

The association is pursuing its mission more than ever: to offer every 
user a space for discussion, support and sharing to get the most out of 
the Oracle ecosystem.

About the AUFO 
The Associations des utilisateurs Francophones d’Oracle, known as 
the AUFO, founded in early 1994, is an independent organization 
from Oracle. It brings together nearly 600 members from around 110 
companies. AUFO’s mission is to listen to its users, promote exchanges 
between members, strengthen dialogue with Oracle and its partners, 
and encourage the sharing of experiences in order to contribute to the 
evolution of Oracle’s offerings.
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AUFO AT ORACLE AI WORLD 2025 — 
EXPERIENCE SHARING AND VALUE 
FOR USERS

Emmanuel Ruez

In recent years, this 
conference was known 
as Oracle CloudWorld. 
This year the name has 
changed to Oracle AI 
World. We might have 
imagined that it was 
simply a change of trade 
name, but in the end, 
definitely, the answer 
is no. This year marks a 
turning point for Oracle’s 
strategic vision definitely 
turn out on agentic IA.
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A global stage for AI-driven transformation
Held in Las Vegas in mid-October, Oracle AI World 2025 brought 
together technology experts, business leaders, and enterprise users 
from across the globe to explore the convergence of Agentic AI, 
cloud, and applications. How AI and moreover agentic AI will bring up 
company performance and on top of that we all have to think about 
how agentic AI will change our way of working.

At the heart of the event, Oracle presented a key message: AI is 
not an optional add-on. It is now integrated throughout the entire 
technology stack, from infrastructure and database to business 
applications. And woe to those who do not use it.

Major announcements — including the new “AI-native” database 
architecture (Database 26ai), AI-powered agents embedded into 
applications, and simplified multicloud infrastructure — illustrate 
Oracle’s ambition to deliver an enterprise platform fundamentally 
designed around AI.

Among the highlights, Oracle also showcased a series of concrete use 
cases demonstrating how these technologies — embedded AI, agent-
driven automation, advanced analytics, and process optimization — 
can transform business operations. These examples offered valuable 
insight into how Oracle AI can be applied across diverse business 
contexts, without referencing specific customers when they were not 
present to share their testimony.

A unique opportunity to meet the Oracle 
ecosystem
Oracle AI World is also a privileged moment to meet and interact with 
the entire Oracle ecosystem.

The event brings together not only Oracle teams from around the 
world but also numerous technology partners, who play a key role in 
innovation and integration around Oracle solutions. These exchanges 
help deepen understanding of product roadmaps, complementary 
offerings, and the broader innovation landscape.

It is also a valuable opportunity for AUFO to engage with other European 
user groups, with whom a constructive and long-standing dialogue has 
been built over the years. These discussions foster the sharing of experiences, 
comparison of practices across countries, and co-development of common 
positions on issues affecting Oracle users at an international level.

AUFO’s presence: a key role in serving users
For the user community, AUFO’s participation in Oracle AI World 2025 
is particularly meaningful.

•	 Connecting global innovation with real-world practice
AUFO acts as a bridge: capturing Oracle’s announcements, trends, 
and use cases, then translating them for French users so they can 
understand, contextualize, and apply them effectively within their 
own business environments.

•	 Encouraging collective learning
Through keynotes, breakout sessions, and discussions, AUFO enriches 
its understanding of possible AI uses within Oracle solutions: AI-
enhanced databases, automation with AI agents, data governance, 
new interfaces, and augmented business scenarios.

•	 Building the link between Oracle and users in “real life”
AUFO’s role goes beyond observation. It involves creating a genuine 
connection between Oracle’s technological vision and the actual 
needs, constraints, and priorities of end users.
The goal is to help organizations project themselves, understand 
what is feasible today, and assess how these innovations can fit 
into their processes, architectures, and day-to-day operations.

AUFO’s next steps
In the coming months, AUFO plans to:

•	 Share insights from the event through workshops, webinars, and 
publications on its website here.

•	 Support organizations as they explore potential use cases for 
Oracle AI.

•	 Encourage experience sharing among members of the community.
•	 Promote a practical, business-aligned, and value-driven approach 

to AI adoption.
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Conclusion
Oracle AI World 2025 is a special moment to think about how the 
agentic AI will change our way. Which way? Future will tell us.

We, user groups, such as AUFO have to play a crucial role: connecting 
Oracle’s vision with the operational realities of users and ensuring that 
innovation translates into tangible value.

Through its participation, its engagement with the Oracle ecosystem, 
and its knowledge-sharing efforts, AUFO helps enlighten the community 
— and contributes to making AI a real lever for collective progress 
rather than just a technological concept.

Emmanuel is AUFO's co-president. He is an experienced professional with over 24 years at Orange, specializing in 
internal control, project management, and financial analysis on both national and international levels. His expertise 
includes supplier and internal contractualization, PMO, business planning, and process improvement. Prior to Orange, 
he held key roles in ERP and database management at Gaumont and Oracle France and began his career as a 
consultant in financial IT services for French banks. Emmanuel brings a robust blend of technical and managerial 
acumen to his roles.

EMMANUEL RUEZ
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EUROPEAN ORACLE USER GROUP 
CLUBS MEETING – COPENHAGEN, 
NOVEMBER 2025
A Look Back at an Engaging and 
Forward-Thinking Gathering

HÉLÈNE NAPOLY

The European Oracle User Group Clubs convened in Copenhagen 
for a productive and insightful meeting that brought together 
leaders from across the region. The session featured strategic 
updates from Oracle and discussions on strengthening 
collaboration, communication, and alignment between Oracle 
and its user group community.
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Apps Unlimited: Strategic Updates and 
Roadmap Insights
Jonathan Price, Director Solutions Engineering Europe at Oracle, provided 
a comprehensive update on the latest innovations within the Apps 
Unlimited portfolio. His presentation reaffirmed Oracle’s long-term 
commitment to its on-premises applications—including Oracle E-Business 
Suite, PeopleSoft, JD Edwards EnterpriseOne, Siebel CRM, and Hyperion.

Key Takeaways
•	 Premier Support secured until at least 2036, giving customers the 

stability and visibility needed for long-term planning.
•	 The Continuous Innovation model allows customers to access 

new features and updates without major upgrades or disruptive 
migrations, whether they remain on-premises or choose Oracle Cloud.

•	 All product updates are cumulative and delivered within existing 
releases, ensuring organizations can maximize value from current 
investments without being pushed toward cloud transition.

•	 Oracle showcased its transparent product roadmap, continued 
R&D investment, and commitment to supporting hybrid IT 
strategies, enabling customers to advance at their own pace.

Strengthening Oracle–User Group Collaboration
Roxana Dutka, in charge of GenO program and OUG Engagement 
Lead at Oracle, presented Oracle’s evolving engagement framework 

for user groups, noting significant progress made over the past two 
years. She reiterated Oracle’s commitment to more efficient, meaningful 
collaboration across the community.

Enhanced Engagement Initiatives
•	 Oracle intends to facilitate closer communication channels 

between product teams and user group leaders.
•	 Roxana proposed connecting user groups with the GenO network, 

allowing for better promotion, outreach, and event communication.
•	 She also suggested leveraging Oracle’s marketing platforms to 

amplify user group events and increase visibility among Oracle 
customers.

•	
These initiatives aim to deepen the partnership between Oracle 
and user groups, broaden community reach, and support more 
dynamic and well-attended events.

A Valuable and Inspiring European Gathering
The Copenhagen meeting, once again, demonstrated the value of 
bringing European user group leaders together. Every year, it provides 
an opportunity to share experiences, strengthen collaboration, enrich 
event programs, and continue building a constructive and transparent 
relationship with Oracle.
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Hélène is AUFO's vice President. She is the Managing Director of Praesto Consulting France, a position she has held 
since May 2021. Hélène specializes in leading digital transformation, IT strategy, and financial systems optimization 
for global organizations. She spent 13 years at Crédit Agricole Assurances, where she advanced through key IT 
leadership roles, including IT Finance Manager and IT Project Manager for Finance and RPA. Her tenure included 
overseeing critical systems in accounting, treasury, and fiscal operations. Earlier in her career, Hélène worked as a 
Project Manager at IBM and PwC, focusing on the implementation of Oracle E-Business Suite across international 
projects. Starting as an Oracle Consultant, she developed expertise in ERP systems and organizational transformations. 

HÉLÈNE NAPOLY
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CALL FOR PAPERS

LAOUC Tour 2026
February 28
https://sessionize.com/laouc-2026

POUG 2026
March 31
https://sessionize.com/poug-2026
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EVENTS

RMOUG Training Days 2026
February 12 + 13
virtual
https://www.rmoug.org/page/3732615-rmoug-training-
days-2026

SOUG Day Bern
March 11
Bern, Switzerland
https://soug.ch/event/soug-day-bern-11-maerz-2026

Multicloud AIWorld 2026
February 7 + 8 
Hyderabad & Bengaluru, India
https://www.aioug.org/mc/2026

UTOUG Training Days 2026
March 26 + 27 
Salt Lake City, Utah, USA
https://utoug.org/training-days-2026.html

APEX World 2026
March 26 + 27
Ede, Netherlands
https://nloug.nl/events/apex-world-2026

DevLand
March 12 + 13
Europa-Park in Rust, Germany
https://www.devland.eu/en
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CALL FOR PAPERS

APEX Alpe Adria 2026
April 17
Ljubljana, Slovenia
https://www.aaapeks.info/home

DOAG 2026 Database with Cloud 
Infrastructure
May 18 + 19 
Heide Park Soltau, Germany
https://datenbank.doag.org/en/home

APEX connect 2026
May 18 - 20 
Heide Park Soltau, Germany
https://apex.doag.org/en/apex-connect-2026

MakeIT 2026
May 27 - 29  
Portorož, Slovenia
https://makeit.si

OUGN 2026
April 15 - 17 
Ferry Oslo, Norway – Kiel, Germany – Oslo, Norway
https://ougn.no/reg/arrangementer

Analytics and Data Summit 2026
April 14 - 16 
Redwood Shores, California, USA
https://andouc.org/analytics-and-data-summit-2026

EVENTS
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LEGAL NOTICE

ORAWORLD is a publication of the EOUC — EMEA ORACLE USERGROUP COMMUNITY 
The following user groups belong to EOUC:
Angola Oracle User Group, Oracle User Group Armenia, Austrian Oracle User Group, Azerbaijan Oracle User Group, Bulgarian Association of Software Developer, Bulgarian Oracle User Group, Hrvatska udruga Oracle 
korisnika, Czech Oracle Applications User Group, Danish Oracle User Group, Egypt Oracle Users Group, Oracle User Group Estonia, Oracle User Group Finland, Club Français des Utilisateurs JD Edwards, Association 
des Utilisateurs Francophones d’Oracle, Club des Utilisateurs PeopleSoft, Oracle User Group Georgia, Deutsche Oracle Anwendergruppe, PeopleSoft Germany, Hungarian Oracle User Group, Israel Oracle User Group, 
Taranta Valley Oracle User Group, Italian Oracle User Group, Jordan Amman Oracle User Group, Latvian Oracle Users Group, Lithuanian Oracle Users Group, Mauritius Oracle User Group, Oracle Gebruikersclub Holland, 
Oracle Benelux User Group, Oracle User Group Norway, Polish Oracle Users Group, Oracle Users Group Portugal, Romanian Oracle User Group, Russian Oracle User Group, EBS Finance Special Interest Group Russia, Arab 
Oracle User Group, Serbia and Montenegro, Slovenian Oracle User Group, South African Oracle User Group, Spanish Oracle User Group, Swedish Oracle User Group, Swiss Oracle User Group, Tajikistan Oracle User Group, 
Turkey Oracle Users Group, Ukraine Oracle User Group, Middle East Oracle User Group, United Kingdom Oracle User Group, Zimbabwe Oracle User Group. 

Editorial board:
Registered office: DOAG Dienstleistungen GmbH 
Tempelhofer Weg 64, 12347 Berlin, Germany
www.doag.org, 
Director Fried Saacke, 
AG Berlin Charlottenburg HRB 95694B, 
VAT ID DE240700058
Contact: redaktion@doag.org 
Editor-in-chief (ViSdP): Mirela Ardelean, Christian Trieb

Editorial team: 
Mirela Ardelean, Christian Trieb, Ann-Sofie Vikström Often, Andrejs Vorobjovs, Christian 
Luda
 
Other authors are credited by name with their article. They are subject to the terms and conditions for 
authors: www.oraworld.org/terms-and-conditions-for-authors

Graphic design:
Alexander Kermas, Díana Tkach, DOAG Dienstleistungen GmbH, 
Tempelhofer Weg 64, 12347 Berlin, Germany

Article submission:
If you are interested in submitting an article, please e-mail us your article via the online form at 
www.oraworld.org. Deadline for the next edition: March 31, 2026.
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Disclaimer:
All rights reserved. Duplication or retransmission in whatever form or whatever medium either in whole or in part requires written permission, to the extent the content is not made available for duplication or retransmis-
sion.

The information in this publication has been duly researched and is correct to the best of our knowledge and belief. The use of this information is at your own risk. No liability for the accuracy of the information is accepted 
and, in particular, for its practical application in individual cases. Opinions represent the views of the individual author and do not necessarily represent the view of the publisher.

The ORAWORLD e-magazine reports on events in the Oracle and IT world. The publication covers current topics in the international user group network, as well as news items on products and 
technologies and their use. The purpose of the magazine is to foster the sharing of knowledge and experience among readers. ORAWORLD is independent of Oracle and does not represent 
its commercial interests either directly or indirectly.

ORAWORLD is published by DOAG Dienstleistungen GmbH, Tempelhofer Weg 64, 12347 Berlin, Germany, legally represented by director Fried Saacke, the nature and purpose of whose business is management of the 
group, organising events and publishing. 

DOAG e.V. holds 100 percent of the capital invested in DOAG Dienstleistungen GmbH. DOAG e.V. is legally represented by the managing committee; Chair: Björn Bröhl.

https://www.facebook.com/emeaoracleusergroups/timeline
https://www.facebook.com/ORAWORLDMag
http://www.oraworld.org
https://twitter.com/eouc
https://twitter.com/oraworld_mag
https://twitter.com/hashtag/oraworld
http://www.doag.org
http://www.oraworld.org/terms-and-conditions-for-authors
http://www.oraworld.org

