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Summertime. Relaxation. Sunny days and ice cream.
For many of us, these next two months will be filled with moments 
of rest and fun. But that does not mean we should disconnect 
entirely from the very things that power our personal and 
professional lives. In a world where technology advances at the 
speed of a summer sunset, staying informed, even during the 
summer months, can be just as refreshing as that iced coffee in 
your hand. 
One of the best ways to stay ahead this summer? Reading the 
latest articles in ORAWORLD’s summer edition. Tech enthusiast, 
business leader, IT professional: we’ve got something for each of 
you! Many articles have AI as the “star feature”, but we didn’t 
stop there: the issue also dives into MongoDB for Oracle SQL 
Developers, Bind Variables, OCI Data Science, Governance, Risk 
and Compliance and much more. No matter your interest or 
expertise, there’s something to spark your curiosity.
It is said that user groups are the hidden gems of the tech world. 
Don’t you think we should spotlight the activity of OUGs?  In this 
edition, we’re showcasing the transformation of the South Africa 
Oracle User Group (SAOUG) along with the ambitious plans they 
have for this year. It’s inspiring to see how user groups are evolving!
We’ve got you covered, right?
Next time you’re lounging at the beach, on a plane, or enjoying 
a long train ride, take a moment to browse through a thought-
provoking article from ORAWORLD – whether it’s the latest issue 
or a past edition. Just a few minutes of reading will keep your 
mind sharp and your knowledge up to date.
After all, technology doesn’t take vacations. 
Happy Summer, Happy Reading!

EDITORIAL
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Oracle ACE Director, President of EOUC

MIRELA ARDELEAN
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ORACLE 23AI: REVOLUTIONIZING AI 
WITH VECTOR SEARCH, RAG, AND ML
VALENTIN LEONARD TABACARU

This article highlights the key 
features of Oracle Database 23ai, 
which include AI Vector Search, 
Retrieval Augmented Generation 
(RAG) support, and Oracle Machine 
Learning (OML). It also hints at 
the integration of Oracle Text and 
Oracle Graph, well-known features 
that are part of the converged 
database approach, further 
enhancing innovative artificial 
intelligence (AI) and machine 
learning (ML) capabilities.
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Oracle Database 23ai introduces AI Vector Search, a collection 
of productivity features that includes vector data types, indexes, 
and search SQL operators. This enables the database to store 
and query unstructured data, such as documents and images, as 
vectors, allowing fast similarity searches.
Vector data can be stored alongside traditional business data 
within the same database, removing the need for separate 
vector databases and making data management more efficient. 
This approach reduces data fragmentation and simplifies the 
management of multiple single-purpose data stores.
Security is a cornerstone of Oracle Database 23ai. Robust must-
have features such as Advanced Security with Transparent Data 
Encryption, Key Vault, Audit Vault, and Virtual Private Database 
ensure that sensitive data remains protected, especially critical 
for organizations handling private or confidential information.
Including JSON Relational Duality Views allows organizations to 
adapt their relational data for document-centric applications. This 
feature bridges the gap between relational and semi-structured 
document models, enabling seamless data handling and analysis 
by automatically generating JSON documents from relational 
tables, further enhancing flexibility and efficiency in AI and ML 
workflows.

Retrieval Augmented Generation (RAG)
Oracle Database 23ai, with its AI Vector Search capability, 
can perform RAG. This breakthrough generative AI technique 
combines large language models (LLMs) and private business 
data to provide more accurate and contextual responses 
to natural language questions. New features, including the 
new vector data type, vector indexes, and vector search SQL 
operators, enable the database to store the semantic content 
of documents, images, and other structured or unstructured 
data as vectors and run fast similarity queries. These are 
key components for implementing RAG in your data-driven 
applications.

Oracle Machine Learning (OML)
By applying supervised and unsupervised techniques to text terms, 
also called tokens, OML can extract meaningful information from 
unstructured documents, improving AI Vector Search performance 
and accuracy. OML integrates with Oracle Text, a mature Oracle 
Database technology that provides term extraction, word and 
theme searching, and other text processing and querying utilities. 
When free text columns are present in the training data, OML 
utilizes Oracle Text's capabilities to transform the text for ML 
operations. This integration simplifies preparing and analyzing 
text data for clustering or classification tasks (data grouping or 
segmentation).
The support for partitioned models follows naturally in this 
preparation phase. OML allows users to create partitioned models, 
essentially ensemble models for different data partitions. This 
is particularly useful when dealing with data on multiple topics 
that vary based on specific attributes. For example, if you have 
a 'GENRE' attribute with four values, OML can create four sub-
models, each tailored to a particular genre. These sub-models are 
automatically managed and used as a single model, potentially 
improving accuracy by creating multiple targeted models for the 
same RAG process.
Additionally, OML enables in-database scoring, which means 
the ML models are applied directly within the database. This 
eliminates the need for time-consuming data movement between 
the database and external systems, resulting in faster responses 
and improved efficiency and security.
The combination of AI Vector Search with RAG and OML within 
Oracle Database 23ai brings a range of powerful advantages to 
your intelligent applications. This synergy enables more accurate 
and contextually relevant search results and can generate 
sophisticated AI-powered insights that drive better decision-
making. It also helps maintain data consistency, security, and 
freshness, essential for training and refining AI and OML models.
In summary, integrating AI features with OML in Oracle Database 
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23ai gives businesses a comprehensive and powerful platform. 
Developers and data professionals can leverage familiar SQL 
queries to merge AI with ML tasks, simplifying all processes 
and eliminating the need for specialized expertise in vector 
databases.

Oracle Text
Oracle Text is a recognized, powerful tool within the Oracle 
Database that offers several features for analyzing and processing 
text documents. This is a breakdown of how Oracle Text can be 
used for rule-based text analysis. However, you can skip this 
section if you are familiar with Oracle Text.

Indexing and Searching:

•	 Indexing: Oracle Text allows you to index text documents, 
a crucial step in making the content searchable. It supports 
various index types, including “CONTEXT”, beneficial for 
document collection applications.

•	 Search Queries: Users can perform complex search queries 
using words, phrases, and operators like “OR“ and “AND“. 
Advanced query operations such as stemming, proximity 
searching, fuzzy matching, and wildcarding further enhance 
the search capabilities.

•	 Relevance Ranking: Oracle Text aims to provide relevant 
search results by ranking (scoring) documents high in the result 
list based on their relevance to the query or user-specified 
weights.

Processing and Analysis:

•	 Tokenization: Oracle Text breaks down text into individual 
words or tokens, a fundamental step in text analysis.

•	 Stemming: It reduces words to their base or root form, helping 
in standardizing search terms and improving search accuracy 

(e.g. “running“ becomes “run“).
•	 topword Removal: Common words with little or no semantic 

value (noise), such as “the“, “and,“ and “a,“ are removed to focus 
on more meaningful terms.

•	 Thesaurus Indexing: This feature enables searches based 
on synonyms and related words, expanding the search scope 
(supports multi-language).

ML Operations:

•	 Term Extraction: Oracle Text can extract text terms (words or 
groups of words – expressions) from documents and assign 
numeric weights, essential for ML operations on free text.

•	 Text Feature Analysis: The extracted text features can be 
analyzed and manipulated for supervised or unsupervised ML 
tasks.

•	 Model Creation: OML uses Oracle Text utilities and term 
weighting strategies to transform text data for ML models (e.g. 
sentiment analysis on reviews).

Here are some use cases and application examples:

•	 Document Collection: Search and manage extensive 
collections of documents, web pages, and catalog entries in 
various formats and languages.

•	 Catalog Information: Index and search through product 
catalogs or other structured information.

•	 Document Classification: Classify documents based on their 
content and meaning.

•	 JSON and XML Search: It supports searching within JSON and 
XML documents.

The most significant advantages of using RAG with Oracle Text 
in Oracle Database 23ai are factually accurate and detailed 
responses and reduced hallucinations. By incorporating real-time 
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retrieved information based on Oracle Text scoring, RAG ensures 
that the answers are contextually relevant, correct, and up to date. 
This is especially beneficial for queries requiring precision, such as 
scientific facts or historical data. LLMs, and AI in general, often 
suffer from 'hallucination,' generating plausible but false content. 
RAG mitigates this issue by grounding responses in retrieved 
documents using rule-based Oracle Text pattern-matching 
techniques, thus enhancing the reliability of the information.

Oracle Graph
Operational Property Graphs is another new feature in Oracle 
Database 23ai that provides native support for property graph 
data structures and graph queries, and it is fully integrated 
with AI capabilities. Developers can create and query graphs 
directly within the database using SQL, making working with 
interconnected data in complex property graph data structures 
easier.
Nodes in a property graph can now be represented as vectors, 
allowing the system to capture and interpret the semantic 
meaning of data more effectively. Vector indexes can be applied 
to the vector representations of nodes and relationships (edges) 
in property graphs, enabling fast and precise graph traversal and 
similarity-based queries.
SQL operators and functions designed for vector data make 
it possible to perform similarity calculations directly within the 
database. For example, vector distance functions can identify 
graph nodes similar to a given node or be used as relationships, 
facilitating more nuanced and relevant results in semantic searches.
Integration with the ANSI-standard SQL/PGQ (SQL for Property 
Graphs) adds another layer of power and flexibility. Developers 
can use familiar SQL syntax to build and query complex graph 
relationships. Combined with AI Vector Search, they can execute 
advanced semantic queries that merge graph traversal logic with 
vector similarity measures.

Finally, this integrated solution simplifies data flows by keeping 
all processes within the database. Exporting data to external 
systems for vector embedding and search is unnecessary, which 
is especially advantageous when working with property graphs. 
This approach ensures data remains secure, centralized, and 
easy to manage, reducing complexity and improving overall 
efficiency. 
By integrating AI Vector Search with Operational Property 
Graphs, Oracle Database 23ai provides a comprehensive 
solution for managing and querying complex data structures. 
This enables developers to build sophisticated applications 
that leverage the power of semantic search and graph 
analytics, all within a single, unified database environment. Use 
cases include but are not limited to advanced data analysis, 
recommendation systems, and intelligent querying in various 
domains, such as social media, e-commerce, and knowledge 
graphs. This integration showcases Oracle's commitment to 
providing advanced AI capabilities directly within the database, 
making it easier for developers to create next-generation data-
driven applications.

Conclusions
In summary, AI Vector Search with RAG integrated with OML, 
Oracle Text, and Oracle Graph in Oracle Database 23ai empowers 
developers and data professionals to build advanced intelligent 
applications that offer accurate, contextual, and reliable 
information retrieval and analysis. This combination of technologies 
enhances the overall capabilities of the database system, making 
it a powerful tool for any enterprise use case.
The easiest way to understand AI Vector Search and the integration 
with OCI Generative AI service for Retrieval Augmented Generation 
(RAG) is by running a hands-on workshop. You can find many 
examples on Oracle LiveLabs, such as this one that uses Oracle 
Autonomous Database 23ai free tier. 
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Valentin is a senior principal product manager on the Oracle Database Development team. He supports Oracle Database 
server technology programs to drive the adoption of products and cloud services, maintains and develops exchanges with 
Product Management teams, helps partners validate and certify their applications, and delivers briefings, webcasts, and 
hands-on workshops. Valentin also helps strategic partners and customers by handling technical request assignments 
in his area of expertise.

VALENTIN LEONARD TABACARU

This hands-on workshop will help you set the initial environment that 
will allow you to study the technologies described in this article:

ht tps:// l ivelabs .oracle.com/pls/apex /dbpm/r/l ivelabs/view-
workshop?wid=4127

The sample application will allow you to organize documents 
(upload files, import into the database as binary large objects, 
download, and list metadata using filters and customized reports), 

retrieve information from the repository using natural language via 
semantic search combined with retrieval augmented generation 
(RAG), apply markdown text formatting, extract phrases and 
paragraphs, identify common terms that can be used as tokens for 
classification, apply labels, and convert files from PDF to Word for 
quick edits.
All views expressed in this article are my own and may not reflect 
the views of Oracle. Learn more about Oracle Database 23ai at 
www.oracle.com/database.
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THE FUTURE OF DATABASE MANAGEMENT: 
AI'S ROLE IN THE EVOLUTION OF DATA 
HANDLING

AMIT DHIMAN

The rapid advancement of artificial intelligence (AI) is reshaping numerous industries, and database 
management is at the forefront of this transformation. By automating routine tasks traditionally 
carried out by database administrators, such as data cleaning, integration, and security, AI is 
enhancing efficiency and effectiveness in data handling. This shift allows organizations to unlock 
the potential of their data while addressing common challenges associated with managing vast 
amounts of information.
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How AI Enhances Database Management

1. Automation of Routine Tasks
AI significantly reduces the burden on database administrators 
by automating repetitive tasks. Think of AI as a reliable assistant, 
tirelessly handling mundane activities like data entry, backups, 
and compliance monitoring. This automation not only saves time 
but also minimizes human error, leading to improved operational 
efficiency.

2. Improved Data Quality
The integrity of data is paramount for informed decision-making. 
AI tools can identify and rectify inconsistencies, duplicates, and 
errors in datasets, a process known as data cleansing. Furthermore, 
AI implements consistency checks across various databases, 
ensuring that all data sources align and maintain high quality. 
This meticulous approach to data management guarantees that 
organizations can rely on accurate and up-to-date information.

3.Advanced Data Analysis
AI's ability to analyze vast datasets quickly allows organizations 
to uncover valuable insights. Instead of laboriously sifting through 
years of data manually, AI can identify trends and anomalies in a 
fraction of the time. This capability empowers businesses to make 
data-driven decisions rather than relying on intuition.

4.Enhanced Data Security
With the growing threat of cyberattacks, safeguarding sensitive 
data has never been more crucial. AI strengthens data security 
by analyzing access patterns, detecting anomalies, and providing 
real-time threat detection. This proactive approach helps 
organizations respond swiftly to potential security breaches, 
ensuring that confidential information remains protected.

5. Real-Time Threat Detection and Data Protection
AI continuously monitors database activity for unusual behaviors 
that may indicate security breaches, acting as a vigilant 
guardian. Along with advanced encryption practices, AI ensures 
that sensitive data is securely stored and accessed, significantly 
enhancing overall data safety measures.

The Benefits of AI in Database Management
The integration of AI into database management brings a 
multitude of advantages:

•	 Improved Efficiency: Automating routine tasks frees up time for 
database personnel to focus on strategic initiatives.

•	 Enhanced Accuracy: AI enhances the quality and completeness 
of data, fostering reliable decision- making.

•	 Strengthened Security: AI tools bolster data protection against 
unauthorized access and cyber threats.

•	 Better Decision-Making: With AI-generated insights, 
organizations can make informed decisions that drive growth 
and innovation.

Challenges in Implementing AI
Despite its significant benefits, incorporating AI into database 
management presents challenges:

•	 Cost of Implementation: The initial investment in AI technology 
may be high, particularly for smaller organizations.

•	 Complexity: The implementation and management of AI 
systems can be complex, requiring businesses to rethink existing 
processes.

•	 Data Privacy Concerns: Organizations must navigate the 
balance between leveraging data insights and ensuring that 
sensitive information remains protected.

Future Possibilities
As AI technology continues to advance, we can expect even 
more innovative applications in database management. Potential 
developments include:

•	 New Database Management Systems: AI could facilitate the 
creation of more efficient and effective database systems to 
enhance overall operations.

•	 Personalized Database Experiences: Using AI, organizations 
can tailor database interactions to suit individual user needs.

•	 Performance Optimization: AI's analytical capabilities could lead 
to significant improvements in database system performance 
and user experience.

Best Practices for Integrating AI
For organizations looking to adopt AI in their database 
management strategies, several best practices can lead to 
successful implementation:

1.	 Assess Your Needs: Identify specific challenges that AI can 
address within your organization.
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2.	 Choose the Right Tools: Evaluate AI-driven database solutions 
that align with your business goals.

3.	 Train Your Team: Ensure that your staff possesses the necessary 
skills to leverage AI technologies effectively.

4.	 Maintain Data Governance: Establish clear policies surrounding 
data usage and privacy to protect sensitive information.

5.	 Monitor and Adjust: Regularly evaluate AI tool performance and 
make necessary adjustments to optimize their effectiveness.

Conclusion
AI is revolutionizing database management by automating tasks, 
enhancing data security, and ensuring high data quality. While 

challenges exist, the exponential benefits of AI far outweigh the 
drawbacks, making it an invaluable asset for businesses striving 
to optimize their data operations and decision-making processes. 
As technology evolves, organizations that embrace AI in their 
database management strategies will position themselves to 
harness the true potential of their data.
The journey toward integrating AI into database management 
may seem daunting, but with the right tools and strategies, the 
future can be brighter, more efficient, and grounded in informed 
decision-making.
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Amit is an expert with over ten years in cloud computing, database technologies, and AI/ML, currently working as 
a Consultant at HCL Technologies. He develops customer-centric solutions, mentors students and professionals, and 
actively contributes to conferences by reviewing ideas and sharing insights to address industry challenges.

AMIT DHIMAN
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NAVIGATING ORACLE’S GENAI/AI 
INNOVATIONS

In recent years, Oracle has ascended to a leading 
position in the AI landscape, as evidenced by a 
recent third-party research group naming Oracle 
(among 25 vendors) as #1 overall in AI capabilities 
(reference below). Oracle’s AI power, however, comes 
with a wide range of offerings – over 50 distinct tools 
and capabilities – that require thoughtful navigation. 
From core services like OCI Language, OCI Vision, and 
OCI Digital Assistant to specialized solutions such 
as OCI Anomaly Detection, AI Vector Search, and 
GenAI-focused tools, Oracle presents a vast array 
of options tailored to meet diverse business needs. 
When factoring in third-party integrations – such 
as LangChain, TensorFlow, and Hugging Face – it 
becomes clear that maximizing Oracle AI’s potential 
involves understanding how these components 
can best fit together in any specific use case. This 
article aims to shed light on Oracle’s extensive AI 
ecosystem and offer guidance for selecting the right 
tools to build effective, scalable, and customized 
AI solutions on Oracle Cloud Infrastructure (OCI). 
Whether you're an enterprise architect, developer, or 
data scientist, this article will serve as a roadmap for 
leveraging Oracle’s expansive AI offerings to drive 
transformative business outcomes.

ROGER CORNEJO
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Oracle’s Superior GenAI/AI/Analytics Strategy
Before I dive into the “navigating” part of this article I want to say a few words 
about an important part of Oracle’s AI strategy.  For many years Oracle has been 
promoting the efficient strategy of bringing the algorithm to the data rather 
than the less efficient/typical approach of bringing the data to the algorithm 
[i.e. Oracle’s capability of running advanced analytics and machine learning 
algorithms in the database has been available for many years].  With the 
introduction of generative AI (GenAI), Oracle has improved on this strategy by 
embedding GenAI capabilities in the database and across its technology stack. 
This move enables customers to adopt GenAI and traditional machine learning 
at scales not previously imaginable. Not only that, with Oracle, customers can 
more easily customize cutting-edge AI capabilities into their existing workflows 
and business processes.
Additionally, Oracle practices what they preach, harnessing its powerful AI 
infrastructure to integrate pre-built GenAI/AI solutions into their extensive suite 
of cloud applications, empowering businesses across diverse industries to easily 
leverage GenAI/AI solutions and drive innovation faster.

Taxonomy of Oracle’s AI Capabilities
For those familiar with my work, you’ll know I’m passionate about creating 
taxonomies! When tackling a vast and deep topic, I start by organizing the 
information into clear categories to help myself – and others – navigate the 
sea of capabilities more easily. Below is a proposed taxonomy (not exhaustive) 
designed to organize Oracle’s extensive AI capabilities, categorizing each tool 
and supporting feature by high-level Category. This structured overview provides 
a quick snapshot of Oracle’s AI ecosystem, grouping each capability by its primary 
function or use case. As a practical guide, this taxonomy aids in selecting the most 
appropriate tools for specific AI and ML tasks on Oracle Cloud Infrastructure – 
moving us one step closer to understanding Oracle’s GenAI/AI innovations.

Before diving in, it’s worth noting that taxonomies 
are often quite personal – the categories you 
use should align with your objectives and way of 
thinking. In my approach, the primary AI-related 
categories include AI & ML Services, Generative 
Development, Third-Party Tools, Analytics & 
Business Intelligence, Large Language Models, and 
Infrastructure. Meanwhile, capabilities in Security & 
Operations fall under general OCI services but are 
crucial for deploying secure applications.
To truly navigate Oracle’s GenAI/AI innovations, one 
must develop a clear understanding of each of the 
capabilities in these categories. In our consulting 
practice, we take a structured approach to present 
clients with Oracle's extensive AI capabilities. We 
then work closely with them to understand their 
specific requirements, mapping these needs to 
Oracle's offerings, creating a tailored fit between 
Oracle's powerful tools and the client's unique use 
cases.

Oracle’s GenAI/AI Technology Stack
Let’s take a deeper dive into navigating Oracle’s 
GenAI/AI innovations from a full technology stack 
perspective, breaking down the key capabilities 
within each category. Oracle undoubtedly provides 
a comprehensive stack for developing and deploying 
AI, ML, and Generative AI applications. Below is an 
overview of its essential components.
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 Category
AI / ML Services

AI for Data

Analytics & Business Intelligence

Analytics and Big Data

Applications

Data

Data & DevOps

Generative AI for Data

Generative AI Services / Capabilities

Generative Development

Industry Applications

Infrastructure

Large Language Models

OCI Services/Capabilities

Third-Party Applications

Third-Party Dev Tools

Category Oracle AI / Related Capability

Large Language Models JAIS

Large Language Models Cohere Command

Large Language Models OpenAI

Large Language Models Meta Llama 3.1

Large Language Models HuggingFace

The Models in Oracle’s AI Technology Stack
Oracle's AI technology stack offers a comprehensive suite of models and tools designed 
to meet a wide range of business needs. Let’s take a detailed look at the models and their 
capabilities.

Foundation Models
Oracle provides access to several industry-standard foundation models, including those 
from Cohere and Meta Llama 2. These models are designed to handle various tasks such 
as text generation, summarization, and semantic similarity, making them versatile for 
numerous applications.
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Training Your Own Model
You can train your own models on Oracle's RDMA superclusters 
powered by NVIDIA GPUs. This setup provides high-performance 
computing capabilities, enabling efficient training of complex 
models. The RDMA (Remote Direct Memory Access) technology 
ensures low-latency and high-throughput data transfer, which is 
crucial for training large-scale AI models.

Fine-Tuning Models
Oracle allows you to fine-tune pre-built models on a private GPU 
cluster. This means you can customize the models to better fit your 
specific business needs by using your own data. Fine-tuning helps 
improve the model's accuracy and relevance to your particular 
use case.

Running Inference
Once your models are trained or fine-tuned, you can run inference 
[i.e. applying a trained AI model to process inputs and generate 
responses in real-time] using either your customized models or the 
vendor-supplied vanilla models. Oracle offers the flexibility to run 
these models on a private and secure GPU cluster for sensitive 
applications or from a shared endpoint for proof-of-concepts 
(POCs) or smaller, non-sensitive applications.
The following link to a blog post provides additional details on 
running inference on OCI:

Generative AI Inference in OCI: On-Demand vs Dedicated AI Cluster - 
Roger Cornejo

Instrumenting Enterprise Data
Oracle's AI stack also includes tools for instrumenting enterprise 
data into vector databases for Retrieval-Augmented Generation 

(RAG). RAG techniques enhance the models' ability to understand 
and generate contextually relevant responses by integrating 
enterprise data. Vector databases support efficient storage and 
retrieval of high-dimensional data, which is essential for tasks like 
similarity search and recommendation systems.
To create a vector database in OCI, you would start by using an 
embedding model (encoder) to convert words and phrases (from 
documents or, in the case of 23ai Vector Search, the data already 
stored in your tables/columns) into multi-dimensional vectors. These 
embeddings enable semantic search by capturing relationships 
between similar concepts. Your “vectorized” enterprise data – 
essentially a knowledge base (KB) – combined with a pretrained 
LLM forms the foundation for retrieval-augmented generation 
(RAG).
In a RAG workflow, a user query is first processed by a Retriever, 
which converts it into a vector and searches for semantically similar 
data within the enterprise KB. The most relevant documents or 
data are retrieved and, along with the original query, sent as a 
prompt to the LLM. This approach allows the LLM to generate a 
response enriched with enterprise-specific knowledge, providing 
more accurate and context-aware answers.
The RAG capabilities make Oracle's AI technology stack a 
powerful and flexible solution for enterprises looking to leverage 
AI for various business applications. Whether you're training new 
models, fine-tuning existing ones, building RAG applications, or 
running inference, Oracle provides the tools and infrastructure 
needed to achieve your AI goals.

Oracle’s Compute Infrastructure for AI
Oracle Cloud Infrastructure (OCI) is designed with high-
performance computing and AI workloads in mind, leveraging 
advanced infrastructure elements that support the demanding 
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requirements of AI model training, especially for large language 
models (LLMs) and other deep learning applications.
Let’s take a closer look at the key components of Oracle’s AI 
compute infrastructure.

GPU Clusters in Oracle's infrastructure offer enhanced 
management capabilities for scalable and efficient AI model 
training, leveraging cutting-edge NVIDIA GPUs (such as A100 and 
H100 series) with optimized high-bandwidth interconnects. Users 
can dynamically scale GPU resources according to workload 
demands, optimizing costs and utilization. Oracle’s integrated 
monitoring tools provide real-time insights into GPU usage, cluster 
health, and performance metrics, ensuring that AI training runs 
smoothly and predictably. With these powerful, adaptable GPU 
clusters, OCI supports a robust environment for training and 
deploying even the most computationally intensive AI models.

Storage Infrastructure
Oracle's High-Performance Storage infrastructure is engineered 
to meet the demanding requirements of AI and machine learning 
workloads, where fast data access and throughput are critical. This 
storage solution provides low-latency, high-bandwidth access, 
allowing data to flow seamlessly between storage and compute 
resources during AI model training. High-performance storage 
is particularly advantageous for processing large datasets, as it 
enables faster data loading, model checkpointing, and storage 
of intermediate results, supporting smooth and efficient training 
cycles for complex AI models and data-intensive analytics.
Complementing the high-performance storage, Oracle 
Autonomous Database brings automated, self-tuning capabilities 
to manage and optimize data storage and access. It uses 
machine learning to self-patch, back up, and adjust performance 
in real-time without manual intervention, reducing administrative 
overhead and ensuring data availability. The autonomous 
database can scale to meet evolving data demands, making it 
ideal for supporting dynamic AI and ML workflows. With this blend 
of automated intelligence and robust storage capacity, Oracle 
provides a reliable and optimized infrastructure for handling the 
expansive storage needs of AI and data-driven applications.

Compute Infrastructure
The OCI Supercluster is designed to maximize performance for 
large-scale AI workloads, including LLM training, by leveraging 
bare metal compute instances, ultra-low latency RDMA networking, 
and high-performance storage. While Oracle uses the same high-
powered NVIDIA chips as other cloud providers, it differentiates itself 
by offering bare metal access instead of virtual machines. This bare 
metal setup eliminates virtualization overhead, granting users direct 
control over the hardware for more efficient resource utilization and 
cost-effective performance. The combination of bare metal with 
RDMA networking allows for seamless, low-latency communication 
between nodes, which is essential for the distributed processing 
required in LLM and deep learning model training.

Category Oracle AI / Related Capability

Infrastructure Bucket

Infrastructure Block

Infrastructure Object

Infrastructure File

Infrastructure HPC File Storage

Infrastructure Persistent Volume

Infrastructure NVIDIA GPUs

Infrastructure Oracle RDMA Superclusters

Infrastructure OCI Compute

Infrastructure Instance Pools
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Network Infrastructure
Oracle’s Ultra-Low Latency RDMA Networking is a crucial 
component of its network infrastructure, designed to facilitate 
rapid communication across nodes within the RDMA Supercluster. 
By enabling direct memory access between nodes without the 
traditional network overhead, RDMA networking significantly 
enhances both communication speed and efficiency, ensuring 
that large datasets and model updates are transferred nearly 
instantaneously. This ultra-low latency is vital for high-performance, 
parallelized AI workloads, such as large language model training, 
where even minor delays can adversely affect model accuracy 
and processing time.

Security
Clients often have diverse access and data security requirements 
that must be carefully addressed. Ensuring that data does not 
leak outside the company is a top priority, and OCI handles this 
well by keeping all data sent to the Generative AI service within 
the client’s tenancy. This includes data used for model fine-tuning, 
as well as prompts and responses.
Oracle’s Data Security and Governance framework offers a 
robust solution for protecting sensitive information and ensuring 
regulatory compliance across its cloud infrastructure. By integrating 
advanced security features directly into its services, Oracle provides 
comprehensive data protection mechanisms, including encryption, 
identity and access management, and auditing capabilities. This 
tight integration allows organizations to maintain strict control 
over data access and usage, safeguarding against unauthorized 
access and potential breaches. Additionally, Oracle’s governance 
tools facilitate compliance with various regulatory standards, 
enabling organizations to effectively manage data lifecycles 
and implement policies that align with industry regulations. This 
holistic approach to data security ensures that businesses can 
confidently leverage Oracle’s cloud services while minimizing risk 
and maintaining compliance.

Many of the OCI security capabilities are part and parcel of the 
OCI “package” and are used together with the generative AI 
capabilities to deliver comprehensive secure end-to-end solutions.
The following blog post has a bit more on GenAI Security in OCI: 

How Does OCI Generative AI Services Provide Privacy and Security? - 
Roger Cornejo

Category Oracle AI / Related Capability

OCI Services/Capabilities Oracle API Gateway

OCI Services/Capabilities OCI Load Balancer

OCI Services/Capabilities Web Application Firewall (WAF)

OCI Services/Capabilities Bastion Service

OCI Services/Capabilities Identity & Access Management

OCI Services/Capabilities Policies

OCI Services/Capabilities Certificate

OCI Services/Capabilities Oracle Key Vault

OCI Services/Capabilities OCI Logging

OCI Services/Capabilities OCI Audit

OCI Services/Capabilities OCI Monitoring

OCI Services/Capabilities Application Performance Monitoring

Backup and Recovery
OCI Backup and Recovery capabilities should not be overlooked 
in an AI implementation.  OCI provides a comprehensive suite of 
tools designed to ensure data integrity and availability across 
cloud environments. By offering robust backup and recovery 
options, OCI enables organizations to protect critical data from 
loss, corruption, or unexpected disruptions. These solutions 
are scalable and flexible, allowing users to customize backup 
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ML applications. By streamlining code updates and automating 
testing and deployment, OCI DevOps helps development teams 

schedules, automate data retention policies, and quickly restore 
data when needed. Built with high availability and resilience 
in mind, OCI’s backup and recovery tools are essential for 
maintaining business continuity and supporting compliance with 
data protection standards.

Services and Frameworks
OCI Generative AI Service leverages large language models 
(LLMs) from partners like Cohere and Meta Llama 2, empowering 
organizations to tackle tasks such as text generation, 
summarization, and semantic similarity with advanced AI. This 
service enables developers to integrate sophisticated natural 
language capabilities into applications, enhancing content 
creation, automated support, and document processing 
workflows. By providing access to industry-leading LLMs, OCI 
makes it easier for businesses to incorporate powerful language 
models into their operations.
The OCI Generative AI Agents framework goes a step further, 
combining LLMs with OCI OpenSearch to deliver highly 
contextualized, enterprise-focused search results. By integrating 
advanced AI with OpenSearch, the Generative AI Agents offer 
a richer, more relevant search experience, ideal for industries 
needing quick access to in-depth insights. This setup supports 
businesses by tailoring search outputs to their unique data 
environments, ultimately making information retrieval faster, 
more accurate, and more aligned with organizational needs.

DevOps and Orchestration
OCI DevOps enables seamless integration and deployment 
through its support for continuous integration and continuous 
deployment (CI/CD) pipelines, tailored specifically for AI and 

accelerate the AI lifecycle, reduce errors, and ensure that 
applications remain responsive to changing requirements. This 
environment supports teams in managing complex workflows 
while keeping AI solutions consistently up to date.
In addition, Agentic Workflows within OCI provide robust support 
for automated orchestration of AI/ML tasks. These workflows 
allow developers to automate repetitive or complex tasks, 
such as data preprocessing, model training, and deployment, 
ensuring efficient management of each stage in the AI pipeline. 
By integrating agentic workflows, OCI empowers businesses 
to handle AI projects at scale, improving productivity, reducing 
manual intervention, and enhancing overall project efficiency.

Database
Oracle Autonomous Database in Version 23ai has SelectAI and 
a new datatype, VECTOR, and associated indexing as well as 

Category Oracle AI / 
Related Capability

Generative AI Services / Capabilities OCI Generative AI

Generative AI Services / Capabilities GenAI Agents

Generative AI Services / Capabilities Code Assist

Generative AI Services / Capabilities OCI Digital Assistant

Generative AI Services / Capabilities OCI Speech
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vector similarity searching capabilities, that live alongside the 
normal relational components of your query.

Select AI is a natural language to SQL (NL2SQL) capability where 
natural language queries are interpreted by the database which 
generates (and runs) the SQL to retrieve the results. A whole article 
could be written on this capability alone.
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Category Oracle AI / Related Capability

Data & DevOps Oracle API Gateway

Data & DevOps Text to SQL (NL2SQL)

Data & DevOps GitHub

Data & DevOps OCI DevOps

Data & DevOps Resource Manager

Data & DevOps Visual Builder Studio

Data & DevOps Container Management

Data & DevOps Model Management

Data & DevOps AutoML

Data & DevOps Ansible

Category Oracle AI / Related Capability

Generative AI for Data Oracle Database Vector Search

Generative AI for Data Autonomous Database Select AI

Generative AI for Data HeatWave GenAI

Generative AI for Data Oracle 23ai

Reference:

Use Select AI for Natural Language Interaction with your Database

23ai Vector Search involves vectorizing the relevant enterprise 
data, creating specialized indexes on the vectors, then performing 
the semantic searching using various similarity searching functions. 
One of the things I find fascinating about this is the interface to 
use the vector searching is ordinary PL/SQL and SQL which should 
be familiar to Oracle DBA’s and developers. I should also note 
that with 23ai Vector Search, SQL queries can contain both normal 
relational searching combined with vector similarity searching. 
Again, to fully plumb the depths of this capability would require 
an article by itself. I have a blog post on 23ai Vector Search which 
you may find interesting:

Oracle Database 23ai Vector Search — Roger Cornejo

Additional Reference:

Become an Oracle AI Vector Search Professional - Oracle MyLearn

Summary/Conclusion
Oracle's technology stack is designed to simplify the integration 
of AI into modern workloads, offering a powerful suite of pre-built 
generative AI services and features that work together to help 
customers solve business problems smarter and faster.  It is my 
hope that this article has helped you to navigate Oracle’s GenAI/
AI innovations.

References
Oracle is rated among 25 vendors as #1 overall in AI in the 
following:
AI Platforms Buyers Guide Executive Summary
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Roger, Technology Innovation Principal Director at Accenture Enkitec Group, is an Oracle ACE Pro with 40 years of experience 
in large and complex Oracle applications, ranging from versions 4.1.4 to 19c. His roles have included Developer, Tech Lead, 
Enterprise Architect, Database Architect, Project Manager, and Application DBA. Roger specializes in database performance 
analysis and tuning, with a focus on AWR tuning data for the past 15 years. Recently, he has been involved in strategizing the 
integration of GenAI capabilities into his consulting group's daily work to drive innovation. Roger is a recognized thought leader 
and has presented at various conferences. He is also a cohost of the 'Grey Beards' podcast. Additionally, Roger is the author of 
the book 'Dynamic Oracle Performance Analytics: Using Normalized Metrics to Improve Database Speed'. 

ROGER CORNEJO
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The following link to a blog post provides additional details on 
running inference on OCI:
Generative AI Inference in OCI:  On-Demand vs Dedicated AI Cluster 
- Roger Cornejo
Blog post on GenAI Security in OCI: 
How Does OCI Generative AI Services Provide Privacy and Security? - 
Roger Cornejo

Oracle reference for Select AI.
Use Select AI for Natural Language Interaction with your Database
Blog post on 23ai Vector Search:  
Oracle Database 23ai Vector Search - Roger Cornejo
23ai Vector Search:  
Become an Oracle AI Vector Search Professional - Oracle MyLearn

https://www.facebook.com/emeaoracleusergroups/timeline
https://www.facebook.com/ORAWORLDMag
http://www.oraworld.org
https://twitter.com/eouc
https://twitter.com/oraworld_mag
https://twitter.com/hashtag/oraworld
https://www.rogercornejo.com/genai-demystified/2024/6/21/generative-ai-inference-in-ocinbsp-on-demand-vs-dedicated-ai-cluster
https://www.rogercornejo.com/genai-demystified/2024/6/21/generative-ai-inference-in-ocinbsp-on-demand-vs-dedicated-ai-cluster
https://www.rogercornejo.com/genai-demystified/2024/6/17/how-does-oci-generative-ai-services-provide-privacy-and-security
https://www.rogercornejo.com/genai-demystified/2024/6/17/how-does-oci-generative-ai-services-provide-privacy-and-security
https://docs.oracle.com/en-us/iaas/autonomous-database-serverless/doc/sql-generation-ai-autonomous.html
https://www.rogercornejo.com/genai-demystified/2024/9/6/oracle-database-23ai-vector-search
https://mylearn.oracle.com/ou/learning-path/become-an-oracle-ai-vector-search-professional/144854


21@emeaoracleusergroups @ORAWORLDMag www.oraworld.org@EOUC    @ORAWORLD_Mag    #ORAWORLDFOLLOW US ON

COMMANDING THE CLOUD: 
THE ORACLE DBA’S JOURNEY 
INTO OCI CLI

For decades, Oracle DBAs have thrived in the command line. We've whispered arcane incantations into 
SQLPlus, summoned backups with RMAN, and tamed complex clusters with srvctl. We know our tools, we 
trust our scripts, and above all – we speak fluent terminal.

ABHILASH KUMAR
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But in this new era of cloud, the command line hasn't disappeared. 
It's just evolved.
Enter the OCI CLI – Oracle’s official Command Line Interface for 
Oracle Cloud Infrastructure. To the uninitiated, it might seem like 
just another cloud tool. To us? It's SQLPlus for infrastructure.

From Shell Scripts to Cloud Automation
Let’s face it: every good DBA has a secret stash of shell scripts 
tucked away somewhere – scripts that back up databases, rotate 
logs, clone environments, and perform tasks faster than any GUI 
ever could.
The OCI CLI simply extends this power into the cloud. It gives you 
direct, scriptable access to OCI resources – from Compute and 
Networking to Storage, IAM, and beyond. And the best part? It 
feels familiar. It feels like home.

Installation: Oracle-Style Simplicity
Installation is as straightforward as running:

bash -c "$(curl -L https://raw.githubusercontent.com/oracle/
oci-cli/master/scripts/install/install.sh)"

Once it’s set up, you configure it with:

oci setup config

The CLI then connects with your OCI tenancy using API keys – 
secure, isolated, and enterprise-ready. Just like configuring 
tnsnames.ora once upon a time, this becomes your passport to a 
whole new realm of automation.

Infrastructure as Code? Start at the Command 
Line.
In many ways, it’s the fastest path from idea to deployment. 
Testing a new VCN? Spinning up a dev environment? Need to 
move 50 GB of log files into an Object Storage bucket at 2 am? 
The CLI gives you immediate control – no console, no mouse, just 
pure automation.

Real Power, Real Use Cases
Imagine this scenario: you're managing a cloud-based disaster 
recovery setup, and you need to replicate boot volumes nightly. 
Easy:

oci compute boot-volume-backup create --boot-volume-id 
<ocid> --display-name "DR-Backup-$(date +%F)"

Or maybe your API is dumping JSON logs into a bucket, and you 
need to purge files older than 7 days. One script with “oci os object 
list” and a loop, and you're done.
For those who love the art of scripting, OCI CLI is a playground.

Why It Matters
It’s not just about convenience. It’s about reliability, auditability, and 
repeatability – core values for any Oracle enterprise deployment.
In regulated environments, the ability to trace every cloud action 
via OCI Audit Logs is non-negotiable. When CLI commands are 
executed, they’re logged, timestamped, and attributed. This isn't 
a casual tool – it’s production-grade.
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Security? The CLI integrates with OCI Vault, dynamic groups, and 
identity policies, ensuring your scripts follow principle-of-least-
privilege without compromising agility.

The Cloud DBA Is Here
In many ways, the rise of OCI CLI reflects the evolution of our 
role. The traditional DBA is becoming a Cloud Architect, a DevOps 
collaborator, a DataOps enabler. And the CLI is our gateway to 
this transformation.
Much like srvctl gave us control over clustered databases, OCI 
CLI gives us control over the cloud stack – compute, storage, 

Abhilash is an Oracle Cloud & Database Architect, Cloud Strategist and Oracle ACE Associate. He is the Founder of 
Nabhaas Cloud Consulting, a leader in Oracle technology solutions and cloud transformation. With deep expertise in 
Oracle Cloud and Oracle Databases, he has built a reputation as a top-tier database administrator, specializing in OCI, 
Oracle Engineered Systems, custom-configured clusters, and complex cloud migrations.

ABHILASH KUMAR

networking, identity. It's not about giving up the terminal – it's 
about leveling it up.

Final Word
Oracle has always been a command-line powerhouse. With 
OCI CLI, that legacy continues – now extended to the entire 
infrastructure layer.
So if you’re stepping into Oracle Cloud, don’t just rely on the 
console. Embrace the CLI. Script it. Automate it. Master it.
Because when it comes to commanding the cloud, the real power 
still lives in the terminal.
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UNSTRUCTURED DATA TO INSIGHTS: 
OCI VISION, LANGUAGE & DOCUMENT 
AI IN ORACLE ANALYTICS CLOUD

JOEL ACHA

“More than 80% of enterprise 
data is unstructured. Yet most 
analytics tools still only focus 
on what fits into rows and 
columns.”
— Every frustrated analyst, ever.

© OpenAI / Image generated using DALL·E, styled by Joel A.
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•	 Faster, More Informed Decisions: Extracting critical data 
from documents like sales orders or market research reports 
directly into analytics dashboards accelerates decision-making 
processes.

•	 Identification of New Opportunities: Uncovering emerging 
trends from textual data or i dentifying new product 
placements through image analysis can reveal previously 
unseen opportunities for growth.

•	 Improved Operational Efficiency: Automating the extraction 

We’ve long known that unstructured data – documents, e-mails, 
images, videos, and freeform text – holds immense value, a 
veritable goldmine of untapped insights. But the process of 
unlocking it has traditionally been the domain of data scientists, 
developers, or consultants wielding custom code, and possessing 
ample time and a generous budget.
Now, the landscape is shifting considerably.
Oracle Analytics Cloud (OAC), in conjunction with Oracle Cloud 
Infrastructure’s (OCI) AI services, has forged a native, no-code 
bridge to this wealth of unstructured information. With built-in 
access to OCI Vision, OCI Language, and Document Understanding 
models, OAC empowers analysts and business users alike to 
enrich their dashboards and dataflows with intelligence gleaned 
from messy, non-tabular data. This capability promises not just to 
ease the frustrations of analysts, but to unlock tangible business 
advantages, from a deeper understanding of customer sentiment 
to streamlined operational efficiencies.
This article delves into the newly unveiled possibilities, examines 
the mechanics under the bonnet, and guides you on where to 
begin your journey today.

The “Why”: Unpacking the Value Proposition
The inability of traditional Business Intelligence (BI) tools to effectively 
process unstructured data has long been a bottleneck. Consider the 
sheer volume of customer feedback residing in open-ended survey 
responses or support tickets – a treasure trove of opinions and pain 
points, often left unanalysed. Or think of the vital information locked 
away in invoices, contracts, and delivery notes, requiring laborious 
manual extraction. By breaking down these barriers, the integration 
of OCI AI services in OAC offers a multitude of benefits:

•	 Enhanced Customer Understanding: Analysing customer 
reviews and social media comments through sentiment analysis 
and key phrase extraction provides a far richer understanding 
of their needs and preferences than simple ratings.

Fig. 1: OCI Language uses natural language processing (NLP) to extract entities,  
perform sentiment analysis, and detect key phrases from unstructured text. 
This enriched metadata enhances context in Oracle Analytics.
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the main topics discussed in customer comments or meeting 
transcripts, and use these as filters in your analysis.

•	 Entity Recognition: Locates and categorises named entities 
such as people, organisations, locations, dates, and products 
within text, enabling you to analyse mentions of specific entities 
in relation to your business metrics.

•	 Text Classification: Assigns predefined categories to text 
based on its content, allowing you to automatically organise 

of data from routine documents like invoices reduces manual 
effort and minimises errors, freeing up valuable resources.

•	 Cost Savings: Automating tasks previously requiring manual 
processing or bespoke development can lead to significant 
cost reductions.

Consider a retailer, for instance. By analysing customer reviews with 
OCI Language AI, they can identify trending product sentiments 
and address negative feedback proactively. Using OCI Vision 
on store shelf images could ensure optimal product placement 
and identify out-of-stock items. In healthcare, Document AI could 
automate the extraction of key information from patient referral 
letters, streamlining administrative processes. Manufacturing 
firms could employ OCI Vision for quality control, automatically 
identifying defects on production lines.

A Closer Look: OCI AI Services within OAC
OAC’s March 2025 and earlier updates heralded the arrival of 
native support for OCI AI Services directly within data flows. This 
seamless integration negates the need for cumbersome REST 
connectors or the complexities of external code, putting the power 
of AI directly into the hands of data professionals.

Supported Services in Detail:
OCI Language AI
This service offers a suite of powerful natural language processing 
capabilities:

•	 Sentiment Analysis: Determines the emotional tone (positive, 
negative, neutral) expressed in text. Imagine colouring customer 
feedback in your OAC dashboard based on sentiment score, 
instantly highlighting areas of concern or praise.

•	 Key Phrase Extraction: Identifies the most important words 
and phrases within a body of text, allowing you to quickly grasp 

Fig. 1: Connecting to a True Cache instanceFig. 1: Connecting to a True Cache instanceFig. 2: OCI Vision extracts text, tables, and key-value pairs from images and 
scanned documents using prebuilt or custom models. Output can be seamlessly 
integrated into Oracle Analytics Cloud for downstream analysis.
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detections. Training custom vision models might involve using the 
broader OCI Vision service, with the potential to then integrate 
the insights into OAC.

OCI Document AI
This service specialises in extracting information from documents:

•	 Form Extraction from PDFs, Receipts, Invoices: Automatically 
identifies and extracts data from structured or semi-structured 
documents like invoices, purchase orders, receipts, and 
application forms, populating fields with relevant information 
such as vendor name, dates, amounts, and line items. Document 
AI is designed to handle variations in layout and format.

•	 Key-Value Pair Identification: Identifies and extracts key-
value pairs from documents, even if they are not in a strict form 
format. This is useful for extracting specific pieces of information 
from less structured documents.

The accuracy of extraction depends on the quality and clarity of 
the documents. OAC presents the extracted data in a structured 
format within the data flow, ready for loading into analytical 
models.
You can find out more information about OCI Document AI in the 
YouTube video here.

Technical Walkthrough: Extracting Invoice 
Data from PDFs in Detail
Let’s elaborate on the finance example:

1.	 Upload PDFs to OCI Object Storage: This serves as the central 
repository for your unstructured data. Ensure the relevant PDF 
invoices are uploaded to a designated bucket within your 
OCI tenancy. Consider organising them into folders for better 
management.

2.	 Create a Dataset in OAC: Within OAC, you’ll create a new 
dataset. When prompted for the data source, you’ll now find 
an option to connect to OCI Object Storage. You’ll specify the 
bucket containing your invoices. OAC will allow you to browse 
the files within that bucket.

3.	 Build a Data Flow Using Document AI: This is where the magic 
happens.

	○ Create a new data flow in OAC.
	○ Add a “Source” operator, pointing to the Object Storage 

dataset you created in the previous step.
	○ Now, you’ll find new operators in the data flow palette 

under an “OCI AI Services” category (or similar). Drag and 
drop a “Document AI” operator onto the canvas.

	○ Connect the output of your “Source” operator to the input of 
the “Document AI” operator.

	○ Configure the “Document AI” operator. You’ll need to specify 
the task (in this case, “Form Extraction”), and potentially 
select a pre-trained model suitable for invoices. You might 
also need to specify which fields you want to extract (vendor 
name, invoice date, tax amount, total). OAC will handle the 
communication with the OCI Document AI service in the 
background. The output of this operator will be a structured 
dataset containing the extracted information as new 
columns.

4.	 Visualise the Enriched Dataset in OAC Dashboards: The 
output of the data flow can now be used as a standard 

documents, support tickets, or news articles for more focused 
analysis.

OCI Language AI leverages sophisticated language models, and 
while direct customisation within OAC might be limited, the models 
are generally robust. Confidence scores accompany the results, 
providing an indication of the model’s certainty in its predictions. 
Analysts can use these scores to filter results or highlight potentially 
less certain predictions.

OCI Vision AI
This service enables the analysis of images for various purposes:

•	 Image Classification: Identifies the overall category or content 
of an image (e.g., “cat,” “dog,” “product”). In a marketing context, 
this could be used to automatically categorise images in your 
digital asset management system for easier analysis of which 
types of visuals perform best.

•	 Object Detection: Locates and identifies specific objects within 
an image, providing bounding boxes around each detected 
object (e.g., identifying different car parts in an assembly line 
photo). Retailers could use this to analyse shelf layouts and 
ensure all products are present. Security applications could 
involve detecting specific types of vehicles in surveillance 
footage.

•	 Face Detection: Detects the presence and location of human 
faces within an image. While not typically used for identification 
in this OAC integration, it could be relevant for understanding 
demographics in marketing materials or ensuring brand 
ambassadors are correctly represented.

 
OCI Vision employs various image analysis models, and the choice 
depends on the specific task. Similar to Language AI, confidence 
scores are provided, allowing users to assess the reliability of the 

Fig. 3: OCI Document AI processes complex multi-page documents to extract structu-
red data. It supports use cases like invoice processing and insurance claims, making 
this data analytics-ready within OAC.
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Fig. 4: A table in an Oracle 23ai database with a VECTOR datatype column.
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dataset in OAC. You can create visualisations such as bar 
charts showing month-on-month spend by supplier, trend lines 
of total expenditure over time, or tables detailing individual 
invoice amounts. The AI-extracted data seamlessly integrates 
with your other structured data sources for comprehensive 
analysis.

Use Case 2: Sentiment Analysis on Customer 
Feedback - A Deeper Dive

1.	 Upload or connect to a dataset of comments: This could be a 
CSV file of survey responses uploaded to OAC, a connection to 
a database table containing support emails, or even a direct 
connection to a cloud-based application housing customer 
feedback.

2.	 Use a data flow to apply OCI Language AI:
	○ Add your comment dataset as a “Source” in a new data flow.
	○ Drag and drop an “OCI Language AI” operator onto the 

canvas.
	○ Connect the “Source” to the “Language AI” operator.
	○ Configure the “Language AI” operator. Select the “Sentiment 

Analysis” task and specify the column in your dataset that 
contains the text to be analysed. You might also choose 
to extract key phrases simultaneously by adding another 
“Language AI” operator or configuring the existing one if it 
supports multiple tasks. The output will include new columns 
containing the sentiment score (e.g., a numerical value 
between -1 and 1) and potentially a textual label (positive, 
negative, neutral), as well as extracted key phrases.

3.	 Aggregate in dashboards to spot patterns: You can now use 
the sentiment score and key phrases in your OAC dashboards. 
For example, you could:

	○ Calculate the average sentiment score for different products 
or customer segments.

	○ Use the sentiment score to colour-code feedback in a table 

or word cloud of key phrases.
	○ Filter feedback based on sentiment to focus on negative 

comments for immediate action.
	○ Trend sentiment over time to see if customer satisfaction is 

improving or declining.
	○ Group key phrases by sentiment to understand why 

customers feel a certain way about specific aspects of your 
products or services.

Use Case 3: Image Analysis for Branding 
Compliance - More Detail

1.	 Store the image URLs in a dataset: Your dataset could 
contain a list of URLs pointing to marketing materials, website 
images, or social media posts. Alternatively, you could upload 
the images directly to OCI Object Storage and have a dataset 
with the object storage paths.

2.	 Use Image Classification or Object Detection:
	○ n an OAC data flow, add your image URL/path dataset as 

a “Source.”
	○ Add an “OCI Vision AI” operator.
	○ For Branding Compliance (e.g., checking for the presence 

of the correct logo): You might use “Object Detection” and 
train a custom model in OCI Vision to specifically identify 
your brand logo. OAC could then call this custom model (if 
supported) or use a pre-trained model if your use case aligns 
with its capabilities. The output would indicate whether the 
logo was detected and provide bounding box coordinates 
if it was.

	○ For Incorrect Placements (e.g., ensuring a logo is in a specific 
corner): “Object Detection” would again be relevant. 
You would analyse the bounding box coordinates of the 
detected logo to ensure it falls within the acceptable area 
of the image.

	○ For Flagging Images for Manual Review (e.g., identifying 
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images that might violate guidelines): You could use a 
combination of “Image Classification” (e.g., to identify 
images containing text that might be non-compliant) and 
potentially “Object Detection” to look for specific forbidden 
elements. Images with low confidence scores or specific 
classifications could be flagged for human review.

3.	 Track issues in a dashboard: You can then visualise the results 
in OAC:

	○ Display a count of non-compliant images by region or store.
	○ Show thumbnails of flagged images for easy review.
	○ Track the resolution status of identified issues.
	○ Create alerts for new instances of non-compliance.

Authentication & Configuration Notes - A 
Step-by-Step Guide
To establish a secure connection between OAC and OCI AI services:

•	 Use an OCI IAM user with appropriate permissions:
	○ In your OCI console, create a dedicated IAM user (it’s best 

practice to avoid using your personal user for integrations).
	○ Grant this user the necessary permissions to invoke the 

specific OCI AI services you intend to use (e.g., oci ai-
language invoke-model, oci ai-vision invoke-model, oci ai-
document invoke-model). This typically involves creating a 
policy that grants these permissions to the user or a group 
the user belongs to.

•	 Upload a private key and tenancy OCID in OAC’s Connection 
Manager:

	○ For the IAM user you created, generate an API signing key 
pair. Download the private key and note the location of the 
public key.

	○ In the OAC console, navigate to “Console” -> “Connections.”
	○ Create a new connection. Look for an “OCI Resource” or 

similar connection type.
	○ You will be prompted to enter your OCI Tenancy OCID, User 

OCID (the OCID of the IAM user), and upload the private 
key file you downloaded. You will also need to provide the 
fingerprint of the public key (which is displayed when you 
upload the public key to the IAM user in the OCI console).

•	 Use Resource Principals for automation and integration 
with ADW or OCI Functions:

	○ Resource Principals allow OCI services (like OAC) to make 
API calls to other OCI services (like the AI services) without 
the need to manage user credentials within the OAC 
configuration.

	○ To use Resource Principals, you need to create a dynamic 
group in OCI that includes your OAC instance (based on its 
OCID).

	○ Then, create an IAM policy that grants the dynamic group 
the necessary permissions to invoke the AI services.

	○ When configuring the OCI AI Services connection in OAC, you 
can then choose to use Resource Principal authentication 
instead of providing user credentials. This is generally a 
more secure and manageable approach for production 
environments.

What About Oracle Database 23ai? AI-Ready 
Storage Meets Analytics - Further Exploration
Oracle Database 23ai introduces native support for vector data 
types and similarity search, opening up exciting new possibilities 
for integrating the outputs of OCI AI services with your traditional 
structured relational data.

•	 Store semantic embeddings: When you process text or images 
with OCI AI, the services can generate vector embeddings – 
numerical representations that capture the semantic meaning 
of the data. For example, two similar customer reviews will have 
vector embeddings that are close to each other in the vector space. 
Oracle Database 23ai allows you to store these embeddings 
directly within database tables using the new vector data type.
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•	 Run similarity queries: Once the embeddings are stored in 
the database, you can perform similarity searches. This means 
you can query the database to find data points (e.g., customer 
reviews, images) that are semantically similar to a given input.

•	 Enable natural language search in OAC: Imagine a user in 
OAC being able to type a natural language query like “show 
me customer reviews that mention problems with the screen 
brightness” and the system using vector similarity search on 
the embedded review data to retrieve relevant results.

Example: Extracted reviews can be processed by OCI Language 
AI to generate text embeddings. These embeddings, along with 
the original review text and associated metadata (product ID, 
customer ID), can be stored in an Oracle Database 23ai table with 
a vector column. In OAC, you could then build an analysis that 
allows users to input a search term. This term would be converted 
into a vector embedding (using the same Language AI model), 
and a similarity query would be executed against the database 
to find the most relevant reviews based on the proximity of their 
embeddings. This provides a much more contextual and nuanced 
search capability than simple keyword matching.

Considerations and Best Practices – More 
Specific Guidance

•	 Clean input data improves model performance:
	○ Language AI: Ensure text data is relatively clean, free of 

excessive noise or irrelevant characters. Consider basic text 
preprocessing steps like removing special characters or 
standardising casing before sending it to the Language AI 
service.

	○ Vision AI: Provide images with sufficient resolution and 
clarity. Ensure the objects of interest are clearly visible and 
not obscured.

	○ Document AI: Ensure scanned documents are of good 
quality, with minimal skew or distortion. Clear and well-
defined fields will lead to more accurate extraction.

•	 OCI AI services are priced per document or call – test in 
small volumes: Familiarise yourself with the pricing models for 
each OCI AI service. Begin by testing your data flows with a 
small sample of data to understand the costs involved before 
processing large volumes. Monitor your OCI cost and usage 
reports.

•	 Use audit logs in OCI to monitor usage: Regularly review the 
audit logs in your OCI tenancy to track the usage of the AI 
services. This helps in understanding consumption patterns, 
identifying potential issues, and ensuring compliance.

•	 Leverage confidence scores when displaying AI results in 
dashboards: Always consider displaying the confidence scores 
returned by the AI services alongside the extracted information 
or predictions in your OAC dashboards. This provides users with 
a measure of the model’s certainty and allows them to make 
more informed interpretations of the data. For example, you 
might choose to highlight results with low confidence scores or 
provide a visual indicator of the confidence level.

•	 Data Governance and Security: When working with 
unstructured data and AI, ensure you adhere to relevant data 
governance policies and security best practices. Consider data 
masking or anonymisation techniques if sensitive information 
is being processed. Understand the data residency and 
compliance aspects of using OCI AI services.

Final Thoughts: Analytics Without Boundaries
Oracle Analytics Cloud, supercharged by OCI’s AI services, has 
moved far beyond the confines of structured, relational data. 
It can now see, read, and understand—interpreting the rich, 
unstructured information hidden in images, documents, and natural 
language text. Combined with the vector search capabilities of 
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JOEL ACHA

Oracle Database 23ai, it forms a powerful, AI-ready platform 
for unlocking intelligence across the full spectrum of enterprise 
data and considering that over 80% of enterprise data is 
unstructured, this capability doesn’t just enhance analytics—it 
radically expands its reach. 
For the first time, businesses can extract value from most of their 
data, not just what fits into rows and columns. Perhaps the most 

transformative part? You no longer need to be a data scientist 
to harness this power. With intuitive, no-code integration at its 
core, Oracle Analytics Cloud democratises access to AI—enabling 
organisations to truly become data-driven.
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WHAT SHAPES PRICES IN AIRBNB? – 
OCI DATA SCIENCE IN ACTION

THOMASZ ZISS

Data is the modern fuel for decision-
making. It's always been like this. The 
difference is that now we are dealing with 
a real flood of data in every aspect of our 
lives. The challenge is not only to store 
and retrieve them effectively, but also to 
draw conclusions quickly and as quickly as 
possible. These are the challenges faced 
by Machine Learning. In most cases, we 
focus on how the model should have the 
best possible performance – it is best to 
predict the response to input data or best 
to collect data into clusters. However, 
efficiency is not always the only metric of 
success; sometimes we are interested in 
the interpretation of the obtained result. 
Oracle Cloud Infrastructure provides many 
services that can help us in the entire field 
of Machine Learning – from building a 
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model, through data exploration, to implementing 
the model into production and monitoring. We 
will look at Data Science using a business case 
during which we will try to answer the question 
"What Shapes Prices in Airbnb?". We will start with 
a quick on-boarding into the world of machine 
learning – what the process looks like, what 
AutoML is and whether it helped us solve our 
problem. We will check whether a relatively new 
domain in machine learning – ML Interpretability – 
helped us with our problem.

Use case
We were employed by "Resident", a company that plans large 
investments in Europe.
He intends to invest heavily in the short-term rental market. 
Strategically, it must be only one city in Europe – it cannot be 
several because it would increase the size of the city it costs 
significantly. Our goal is to help this company choose the best 
city for this investment. Our goal is to present a report that will 
show how rental prices are shaped in each region city by various 
factors. The source is data from Airbnb, which is additionally 
publicly available.
The data obtained in this way is the necessary source with which 
our company conducted an analysis aimed at selecting a set of 
property attribute(s) that has an impact on maximizing profits 
from short-term rental. Due to legal aspects, the set of available 
cities has been limited to three – Berlin, Munich and Prague.
In Machine Learning (ML), as in most problems in IT, there is a 
process consisting of several stages.
Sequence of steps is pipeline (common term in many fields in IT 
now – starting from processing following ITIL standard, through 

Fig. 1: Machine Learning Pipeline

DevOps and ending on Machine Learning). This pipeline is a 
human-in-the-loop, classic ML process.
It consists of the steps described below.

•	 Problem framing and data collection – frame the problem as 
an ML problem and collect the data you need.

•	 Data preprocessing and feature engineering – process the 
data into a suitable format that can be input into the ML 
algorithms.
Select or generate features that are related to the target output 
to improve the performance of the algorithms. 
This step is usually done by first exploring the dataset to get a 
sense of its characteristics. 
The operation should accommodate the specific ML algorithm 
you are considering.

•	 ML algorithm selection – Select ML algorithms appropriate 
for the task that you would like to test, based on your prior 
knowledge of the problem and your experience.

•	 Model training and evaluation – Apply the selected ML 
algorithm (or algorithms) to train an ML model with your training 
data and evaluate its performance on the validation dataset.
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Fig. 2: Automatic Machine Learning – capabilities and benefits

•	 Hyperparameter tuning – Attempt to achieve better 
performance by iteratively tuning the model’s hyperparameters.

•	 Service deployment and model monitoring – Deploy the final 
ML solution, and monitor its performance so you can maintain 
and improve the pipeline continuously.

Our problem falls into the category of supervised machine 
learning algorithms, where we need to predict the value/label for 
a new set of attributes for new data. Going further, our label is 
the apartment rental price. So, it's a numeric value. In this case, 
we are dealing with linear regression. That is, we try to model 
an n-dimensional plane that best fits our data. In the case of 
one attribute, it is a straight line. The problem can be defined 
as follows – let's find the values of the coefficients that cause 
the n-dimensional space to best fit the training data and result 
in that we obtain a model predicting the apartment rental price. 
This is what it looks like in a classic linear regression problem. But 
our goal is different – we want to find the attributes that have 
the greatest impact on the value sought. Changing the values of 
which parameters best explain the apartment rental price.

Test with AutoML
Currently, there are many automatic solutions in IT that start with 
the Auto prefix.  It's no different with machine learning. AutoML 
– sounds good. Let's try to use it in our problem. The code 
accompanying the article is available in the GitHub repository , in 
the automl folder.
AutoML is a helpful tool, but it focuses more on helping in other areas.
By observing the sample programs in the repository, you can 
see that the model architecture defaults perform quite well. As 
you can see, if our problem does not mostly fit typical structures, 
problems begin. Most of the examples used one of the AutoML 
libraries – AutoKeras. Data Science OCI enables the use of various 
Python libraries. Domain knowledge is still needed – we want to 

help in better/faster search for optimal model hyperparameters 
(ML uses the term hyperparameter as specifying high-level model 
parameters to avoid confusion with model parameters/weights 

Fig. 3: Machine Learning – model interpretability problem
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Fig. 4: Model interpretability using SHAP method (source: 'Machine Learning 
Engineering in Action' by Ben Wilson)

that change in learning process). Unfortunately, we still focus on 
model optimization, but with which interpretability do we need?

Interpretability of machine learning models
Models – statistical and mathematical models provide predictions 
based on inputs. Very often, the most important thing is the 
performance of the model. Any fraction of a percentage that 
results in improved model accuracy is often worth its weight in 
gold. But model performance is not everything. Once the model is 
built, questions will arise about its predictions. Especially if you're 
probably one of them, it will seem strange, and I will argue at 
least with the experience of people participating in the process 
(their firefighters who extinguish fires). The model and the entire 
solution will be criticized, nervous questions will begin – why we 
need this model if it doesn't work because we don't understand it.  
This problem is known in machine learning algorithms and there 
are helpful tools. They are collectively known as XAI – Explainable 
Artificial Intelligence.
Someone may ask why we must do redundant work – after all, we 
already did it in EDA, model tuning and validation. There are two 
reasons – we will be under time pressure when business starts 
asking questions and business must understand our model from 
their perspectives. Using specialized machine learning terminology 
is not enough… Very often we must win the trust of the business.
SHAP (Shapley Additive Explanations) is most popular Python 
library in XAI implementation.
It is based on mathematical field – Game Theory. 
Let’s try me with analogy – as with players in a team sport, if 
a match is the model itself and the features involved in training 
are the players, what is the effect on the match if one player is 
substituted for another?  How one player’s influence changes the 
outcome of the game is the basic question that SHAP is attempting 
to answer. The high-level mechanism is presented below.
The process looks like below.

1.	 For each sample we replace the feature value with values (in 
loop) from the entire dataset

2.	 We measure the difference between initial prediction and 
prediction with changed values. Absolute value. Finally, we get 
average value across all samples.

3.	 Finally, we get attribute’s impact of each sample

Fig. 5: Model Interpretability using SHAP - Waterfall plot
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The SHAP method is mainly used to find rules for the best or worst 
event samples according to some criteria. When we are predicting 
the probability of fire relatively region, these will be samples for 
cases where the greatest damage occurred. For Airbnb data 
there will be premises with the maximum rental price. In each 
case, we will analyze which attributes contributed the most to the 
prediction. Unfortunately, it is not always easy to find such a set. 
As you can see from the Airbnb samples for the city of Berlin, it is 
not easy to find this rule. There are other problems with the SHAP 
method:

a.	 Lot of computing time to generate SHAP values (it took 1h to 
generate waterfall plots for relatively small dataset 30k v 12 
matrix).

b.	 For new samples you need to use the entire data set to generate 
a correct Waterfall plot.

Unfortunately, it is quite difficult to find answers to global 
questions using this method.
And even if they do, they help more by exclusion – which attributes 
do not statistically contribute (positively/negatively) to the final 
prediction.

Solution
Using OCI Data Science services, we built an environment in which 
we carried out the entire machine learning process for each of the 
three cities using Notebook Session. Our data was available in 
Object Storage Buckets. 
OCI provides the Accelerated Data Science (ADS) library. It helps a 
lot in the Data Exploration and Preparation process by providing 
two functions:

•	 show_in_notebook()
•	 suggest_recommendations()

Fig. 6: OCI Data Science Components

Fig. 7: OCI Accelerated Data Science and Data Exploration and Preparation
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In our project, the data was enriched by creating 3 additional 
attributes: 

•	 zipcode_count – number of objects at the same address 
represented by zipcode 

•	 zipcode_price – average price for a given address represented 
by zipcode 

•	 amenities_len – number of amenities in the premises This data 
enrichment greatly improved the accuracy of the model.

Fig. 8: Airbnb and Data enrichment

Fig. 9: Machine Learning – overfitting

Fig. 10: LASSO method explained

This data enrichment greatly improved the accuracy of the model. 
About 5%. In the world of machine learning, that's a lot in ML 
world.
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Fig. 11: Using LASSO method in practice

Fig. 12: Conways' Vienna Diagram for Data Science field (source: drewconway.com/
zia/2013/3/26/the-data-science-venn-diagram)

What about interpretation, since the SHAP library has trouble 
interpreting base dependencies at a global level – for all data? We 
used the LASSO algorithm (Least Absolute Shrinkage and Selection 
Operator). It was originally used to combat the phenomenon of 
overfitting in a model. The goal is to reduce the complexity of the 
model.  In Machine Learning overfitting is a common problem and 
eliminating overfitting is mandatory step of modeling.
A huge advantage of the LASSO method is visualization, which 
allows you to quickly interpret the results on a global level – unlike 
the SHAP method, known earlier. 
Its mathematical definition is given below.
The goal of the learning process is to minimize the cost function. 
When using the LASSO model, the earlier an attribute was 
eliminated by the algorithm, the less "impact" it has on the 
explained variable. Let's look at the result for one of the cities. 
We see that the number of bedrooms has the greatest impact 
on price in this city. We also see that a low rating of the premises 
has a very negative impact on the price. But at the same time, this 
rating has the least impact compared to the other attributes. 

Observations and conclusions
As a result of our analysis, we observed:

•	 A small percentage of rejected values in each city (0.03%) – 
quite good source data quality

•	 Prague – significant impact of the number of comments on the 
rental price

•	 Munich + Prague – great influence of the location on the rental 
price

•	 „Superhost" badge – marginal impact on rent price
•	 Slightly affected by the number of bathrooms in the apartment

Our recommended city for investment is Berlin because: 

a.	 The competition is highly dispersed 
b.	 The rental profit does not depend on location, which allows 

you to invest not only in the most expensive properties 
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Cloud). He’s also a DevOps and Machine Learning fan who started his adventure in IT 15 years ago. Currently working 
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conferences and publishes posts on his personal blog (https://tziss.wordpress.com). In his free time, he likes to travel, 
garden and play contract bridge.

THOMASZ ZISS

c.	 Both businessmen and tourists come to Berlin – it is a very large 
customer base

The code can be found in the repository in the notebooks folder.

Summary
OCI allows you to very efficiently build an environment for carrying 
out a Data Science problem throughout its entire life cycle. It also 
helps us with time-consuming tasks, although sometimes this help 

is only a precursor to further work not the final form of what we 
are looking for. Interpreting machine learning models is a topic 
that sometimes arises we need it too. Prediction accuracy is 
sometimes not the only measure of a model. The art is finding the 
right balance for our problem. Even solutions such as AutoML do 
not replace expert knowledge in each field. Data Science is also 
an interdisciplinary field, best summarized by Conway's Vienna 
diagram. Let's remember this when we come to work on Data 
Science issues :)
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OPTIMIZING ASM STORAGE 
GROWTH WITH ACFS SNAPSHOTS 

DHRITIMAN DEB

Many enterprises manage large 
production databases in ASM file systems 
with normal redundancy. In addition, 
they maintain several full-size copies of 
non-production (like dev, test, uat, pre-
prod etc.) as required by various projects 
running concurrently. Since these non-
prod database instances are cloned from 
production, storage utilization increases 
every time after refresh. If two or more non-
prod database instances run in the same 
cluster/host at some point of time storage 
might exceed warning threshold. This 
article demonstrates how to resolve this 
problem using ACFS snapshot. 
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The problem can be solved using Oracle ACFS (Advanced Cluster 
File System). Please see the link below for detailed documentation.

https://www.oracle.com/a/tech/docs/acfs-snapshot-best-practices.
pdf

•	 Create database clone from production database using ACFS. 
That will work as a master database.

•	 Create a snapshot database out of it in the same ACFS for your 
non-prod environments.

An initial snapshot created from the master database will have only 
some metadata information. If you make changes in the master 

database only the changed block will be copied to the snapshot 
file system so that the snapshot DB has consistent data. Basically, 
it uses copy on write mechanism for this storage snapshot.
This can be solved using below note but it has some limitations.

Download gDBclone rpm using the link provided in gDBClone 
Powerful Database Clone/Snapshot Management Tool (Doc ID 
2099214.1) 

Let’s say you don't want your test master database to be actively 
duplicated from prod or standby database. You want to clone 
using some timestamp using backup-based duplication without 
catalogue connection.

Abb. 1: Source: Oracle (Oracle ACFS - Advanced Cluster File System - Snapshot Best Practices)

https://www.facebook.com/emeaoracleusergroups/timeline
https://www.facebook.com/ORAWORLDMag
http://www.oraworld.org
https://twitter.com/eouc
https://twitter.com/oraworld_mag
https://twitter.com/hashtag/oraworld
https://www.oracle.com/a/tech/docs/acfs-snapshot-best-practices.pdf
https://www.oracle.com/a/tech/docs/acfs-snapshot-best-practices.pdf


Unfortunately, gDBClone will fail throwing below error.
RMAN-06136: Oracle error from auxiliary database: ORA-01152: 
file 2 was not restored from a sufficiently old backup
ORA-01110: data file 2: '/ccbdata/.ACFS/snaps/ccbmstr/CCBMSTR/
datafile/o1_mf_cists_01_mrc8bpth_.dbf'
One more observation is after applying incremental level1 it does 
not restore and apply archivelog.
This is because of the following bug and when I worked with 
Oracle support I get the update below.
Bug 34210234: RMAN DUPLICATE UNTIL TIMESTAMP USING 
BACKUP FAILS WITH ORA-01152
<<--- still no fix found, only workaround can be implemented
In this article I will show you how to solve this problem. Please, 
follow below manual steps.
1.	 Create 3 ACFS file system /DATA,/RECO,/REDO using below 

note 12c ACFS Filesystem Configuration on Standard ASM 
Cluster configurations (Doc ID 2033458.1)

2.	 Create database using dbca and load application data	
3.	 Identify DB home to use for clone

cat /u01/app/oraInventory/ContentsXML/inventory.xml
Make an entry in /etc/oratab for a new clone database (Not 
needed for existing database being cloned).

4.	 Create password file which can be used later
Set the oracle environment using oraenv/oset
orapwd file=$ORACLE_HOME/dbs/orapwCCBMSTR 
dbuniquename=ccbmstr
Enter password for SYS:
SYS password file created as /u01/app/oracle/product/19.0.0.0/
dbhome_1/dbs/orapwCCBMSTR

5.	 Prepare for clone from source database
Create a snapshot from grid user like this and validate:
/sbin/acfsutil snap create -w ccbmstr /DATA
acfsutil snap info ccbmstr /DATA'
snapshot name:               ccbmstr
snapshot location:           /DATA/.ACFS/snaps/ccbmstr
RO snapshot or RW snapshot:  RW
parent name:                 /DATA
snapshot creation time:      Tue Jan 14 13:15:46 2025
file entry table allocation: 8781824 (8.38 MB)
storage added to snapshot:   5885567029248 (5.35 TB)

Please use attached rman script to clone from source ASM to 
ACFS.

6.	 Execute rman clone
Create a rman command file like below attached file.Now 
execute below rman command in background.
You must set your Oracle home environment before running 
rman command:
nohup rman target sys/*****@targetdb auxiliary / cmdfile=</
path/rman_commands.txt> log=rman_output.log &
 Please, find below rman script.
run {
allocate auxiliary channel aux1 device type disk;
SET NEWNAME FOR DATABASE TO NEW;
DUPLICATE TARGET DATABASE
TO 'ccbmstr'
  UNTIL TIME "TO_DATE('07-JAN-2025_03:00:00','DD-MON-
YYYY_HH24:MI:SS')"
  SPFILE
    PARAMETER_VALUE_CONVERT='cist4','ccbmstr'
    SET CONTROL_FILES='/ccbredo/ccbmstr/CCBMSTR/controlfile/
control01.ctl'
    SET DB_CREATE_FILE_DEST="/ccbdata/.ACFS/snaps/ccbmstr"
    SET DB_RECOVERY_FILE_DEST="/ccbreco/ccbmstr"
    SET DB_CREATE_ONLINE_LOG_DEST_1="/ccbredo/ccbmstr"
    SET LOG_ARCHIVE_DEST_1="LOCATION=USE_DB_RECOVERY_
FILE_DEST VALID_FOR=(ALL_LOGFILES,ALL_ROLES)"
    SET LOG_ARCHIVE_FORMAT='%r_%s_%t.arc'
    SET DB_NAME="ccbmstr"
    SET DB_UNIQUE_NAME="ccbmstr"
    SET INSTANCE_NAME="ccbmstr"
    SET CLUSTER_DATABASE='false'
    SET REMOTE_LISTENER="tuslsoda01:1521"
  NOFILENAMECHECK;
}

7.	 Post rman clone
If we have database in ASM and we are moving to ACFS then 
remove the database and add it back:
       srvctl remove database -d ccbmstr
srvctl add database -d ccbmstr -oraclehome /u01/app/oracle/
product/19.0.0.0/dbhome_1 -dbtype SINGLE -spfile /DATA/.
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ACFS/snaps/ccbmstr/CCBMSTR/parameterfile/spfileccbmstr.
ora -pwfile /DATA/.ACFS/snaps/ccbmstr/CCBMSTR/password/
orapwccbmstr  -acfspath /DATA,/RECO,/REDO -node 
tuslsoda01b -i ccbmstr
Note: This step is not needed if we already have database in 
ACFS and we are using the same filesystem.
       Verify all datafiles,controlfiles and online redo log files.

8.	 Prepare for snap DB creation
To get a consistent snap it is always recommended to shut 
down the DB and then take a snap.
Before shutting down the DB generate pfile from spfile like 
below.
Login as sys using SQLPlus and use
SQL>Create pfile from spfile;
Shutdown the DB manually or use the srvctl command like 
below
srvctl stop database -d ccbmstr
Now take a snap from grid user. You can see that a new 
snapshot ccbdev has been created whose parent is showing 
as ccbmstr.
 su -grid -c ‘/sbin/acfsutil snap create -w  -p ccbmstr ccbdev /
DATA’
 su - grid -c 'acfsutil snap info /DATA'
snapshot name:               ccbmstr
snapshot location:           /DATA/.ACFS/snaps/ccbmstr
RO snapshot or RW snapshot:  RW
parent name:                 /DATA
snapshot creation time:      Tue Jan 14 13:15:46 2025
file entry table allocation: 8781824 (8.38 MB)
storage added to snapshot:   5885567025152 (5.35 TB)
 snapshot name:               ccbdev
snapshot location:           /DATA/.ACFS/snaps/ccbdev
RO snapshot or RW snapshot:  RW
parent name:                 ccbmstr
snapshot creation time:      Tue Jan 14 15:30:09 2025
file entry table allocation: 8781824 (8.38 MB)
storage added to snapshot:   2858209280 (8.38 MB)
    number of snapshots:  2
    kilosnap state:       ENABLED
    snapshot space usage: 5890843222016 (5.36 TB)
Note: If you go inside the directory /DATA/.ACFS/snaps/ccbdev 
you can see the CCBMSTR directory. To avoid naming confusion 
let’s rename so that ccbdev database files will be only under 
CCBDEV directory. Also, we need to create directories under /
RECO and /REDO.
mv /DATA/.ACFS/snaps/ccbdev/CCBMSTR /DATA/.ACFS/snaps/

ccbdev/CCBDEV
mkdir -p /REDO/ccbdev
mkdir -p /RECO/ccbdev

9.	 Clean up pfile and validate all the path
Remove all reference of source DB from pfile like below.
sed -i '/^cist4/d' initccbdev.ora
Search and replace ccbmstr with ccbdev.
sed -i 's/ccbmstr/ccbdev/g' initccbdev.ora

10.	 Mount source (ccbmstr) database and create controlfile 
script
sqlplus>startup mount
sqlplus> alter session set tracefile_identifier='ctrlbackup';
sqlplus>alter database backup controlfile to trace;
sqlplus> oradebug setmypid;
sqlplus> oradebug tracefile_name;

11.	Copy controlfile script and modify
We can see there are two sections of controlfile creation one 
without resetlogs and another with resetlogs like this:
--     Set #1. NORESETLOGS case
-- Set Database Guard and/or Supplemental Logging
--     Set #2. RESETLOGS case
-- Set Database Guard and/or Supplemental Logging
We need to consider resetlogs options. Remove all lines above 
Set #2.
Get the line number:
grep -n "Set #2." ccbmstr_ora_93333_ctrlbackup.trc
347:--     Set #2. RESETLOGS case
sed -i.bak  '1,346d' ccbmstr_ora_93333_ctrlbackup.trc
Change below statement from
CREATE CONTROLFILE REUSE DATABASE "CCBMSTR" RESETLOGS 
FORCE LOGGING ARCHIVELOG
to
CREATE CONTROLFILE SET DATABASE "CCBDEV" RESETLOGS 
FORCE LOGGING ARCHIVELOG
Now search and replace ccbmstr and CCBMSTR with ccbdev 
and CCBDEV respectively in vi editor or using sed.
Remove all junk sitting at tail end and execute it.

12.	Bring up new DB using the pfile and execute above controlfile 
script
Verify all datafiles,controlfiles and resologfiles.
Bounce the database.
Verify snapshot storage size now which is 2.66 GB.
su - grid -c 'acfsutil snap info /DATA'
Snapshot name:               ccbmstr
Snapshot location:           /DATA/.ACFS/snaps/ccbmstr
RO snapshot or RW snapshot:  RW
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Parent name:                 /DATA
Snapshot creation time:      Tue Jan 14 13:15:46 2025
File entry table allocation: 8781824 (8.38 MB)
Storage added to snapshot:   5885567025152 (5.35 TB), size of 
ccbmstr DB files
Snapshot name:               ccbdev
Snapshot location:           /DATA/.ACFS/snaps/ccbdev
RO snapshot or RW snapshot:  RW
Parent name:                 ccbmstr
Snapshot creation time:      Tue Jan 14 15:30:09 2025
File entry table allocation: 8781824 (8.38 MB)

Storage added to snapshot:   2859307008 (2.66 GB), size of 
snapdb ccbdev
    Number of snapshots:  2
    Kilo snap state:       ENABLED
    Snapshot space usage: 5890851774464 (5.36 TB)

I hope you have learned something useful...

Reference:
Oracle ACFS - Advanced Cluster File System - Snapshot Best 
Practices (https://www.oracle.com/a/tech/docs/acfs-snapshot-best-
practices.pdf)

Dhritiman is working as senior technology architect in Cognizant technology solutions. He has overall 20 years of IT experience 
which involves PL/SQL development, Oracle database administration, and Shell/Python scripting. Dhritiman has supported many 
large databases across various industries like insurance, health care, telecommunications etc. He is deeply passionate about 
solving database performance tuning.
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MONGODB API (PART I): AN INTRO 
FOR ORACLE SQL DEVELOPERS

FRANCK PACHOT
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For ten years, two different types of database developers worked 
in their own separate worlds. Some found SQL tricky when used 
in their object-oriented programming language. So, they switched 
to NoSQL options, especially document databases like MongoDB, 
which made things easier and more flexible using JSON-like 
documents that map efficiently to the application objects. This 
approach focuses on making development easier and faster while 
encouraging immediate analysis and optimization of domain 
access patterns, which aligns with agile practices. Meanwhile, 
other developers stuck with traditional relational database 
management systems (RDBMS) and used SQL directly or through 
an object-relational mapping (ORM) framework. They worked with 
a normalized entity-relationship model but made some tweaks 
when they needed a bit more flexibility, like denormalization, 
entity–attribute–value (EAV), or using document types like XML or 
JSON. These offered more flexibility for developers, but it could 
make it harder for the query optimizer to come up with a scalable 
execution plan, and indexing options were pretty limited when 
the physical schema didn't follow the relational normalization. 
This led to a growing need for SQL databases to better support 
flexible schemas.
The lines between SQL and NoSQL developers are becoming 
blurrier. Nowadays, many developers work with different 
databases and are comfortable with both types. Schools are 
putting a bigger focus on SQL, so new programmers are getting 
solid training in SQL and relational databases. They’re learning 
PostgreSQL, which has become the go-to for SQL thanks to the wide 
availability of PostgreSQL-compatible databases and managed 
services across various clouds and platforms. On the flip side, 
MongoDB has become quite popular over the last decade, and 
many developers love how easy it is to start new projects with it, 
and develop with velocity, especially in areas like domain-driven 
design and microservices. As a result, developers often know how 
to code with both SQL databases and MongoDB, but they may 
have less expertise in understanding index functionality to ensure 
performance scalability.
The way databases have changed goes beyond just what 
developers can do. MongoDB started out as a go-to for its 
flexible design and quick setup for projects, but it has grown a 
lot since then. It still offers that flexibility but has become a full-
on general-purpose database with features like a query planner, 
transaction support, strong consistency, and the highly reliable 
open-source storage engine WiredTiger. Similarly, SQL databases 

have stepped up their game to give more flexibility. Many modern 
relational database management systems (RDBMS) now support 
JSON data types, allowing developers to break out of the usual 
normalization rules when it makes sense. Oracle has noticed how 
much developers appreciate MongoDB and has introduced a 
MongoDB API that works with the Oracle Database and a JSON 
format, OSON, that can store MongoDB BSON documents.
In this article, I’m going to talk about the basics of the MongoDB 
API from a developer's perspective. I'll highlight why it appeals 
to development teams, even though SQL database admins might 
find the syntax odd. I aim to show that picking up MongoDB syntax 
is doable for people who are used to SQL since many concepts 
click once you get the hang of document modeling and indexing.

Start an easy lab on Docker
Don’t just depend on marketing slides and benchmarks. They are 
all biased by nature. You can easily test the syntax, behavior, and 
performance compatibility by running the database in a small 
lab. If you’ve got experience as a developer or DBA, check out 
the execution plan to get a handle on performance complexity 
and scalability. This way, you can save on cloud costs that you’d 
otherwise waste on large instances running improper benchmarks 
for hours without real insights.
To compare the behavior and the execution plans, you can run 
the commands of this article on MongoDB and Oracle Database 
(with ORDS and MongoDB emulation). 
Here is how I started an ephemeral MongoDB Atlas lab on a 
docker container:

docker run -it --rm mongodb/mongodb-atlas-local:latest bash

 # Start MongoDB Atlas

 runner server > /tmp/server.log 2>&1 &

 # Wait that server is started (takes less than one seconds)

 until runner healthcheck ; do sleep 1 ; done

 # Connect with MongoDB Shell to "mdb" databases

 mongosh mdb

Here is how I started an ephemeral Oracle Autonomous database 
with MongoDB API on a docker container:

docker run -it --rm --entrypoint bash container-registry.oracle.com/da-
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tabase/adb-free:latest-23ai

 # Start Oracle Autonomous Database

 ADMIN _ PASSWORD=OracleDatabase _ 23ai WALLET _ PASSWORD=OracleData-

base _ 23ai /u01/scripts/entrypoint.sh > /tmp/server.log 2>&1 &

 # Install MongoDB Shell

 curl https://downloads.mongodb.com/compass/mongosh-2.5.1-linux-x64.tgz 

| tar -C ~ -zxvf -

 # Wait that ORDS started MongoDB API (takes a few minutes)

 until grep -B 2 mongodb /tmp/server.log ; do sleep 1 ; done

 # Connect with MongoDB Shell

 ~/*/bin/mongosh mongodb://admin:OracleDatabase _ 23ai@$HOSTNAME:27017/

ora'?authMechanism=PLAIN&authSource=$external&ssl=true&retryWrites=-

false&loadBalanced=true&tlsAllowInvalidCertificates=true'

I’ll show you how the MongoDB API works using a scenario you’ll 
often see in apps: a user profile that keeps track of user info. 
Since it’s easier to see the execution plan in a native document 
database, I'll start with MongoDB. I'll also show how it translates 
with the emulation on Oracle Database.

Shared data initialization: a list of values

When a new application is built, it does not begin with an empty 
database. Instead, a set of reference tables is pre-filled for 
lookup queries. Users can choose their interests from a provided 
list, which is stored in a collection. This simple list of values will 
propose interests to users. Here is the collection that will hold 
them:

db.interests.insertMany([  

  { "interest": "building",    "validFrom": new Date("2023-01-15") },  

  { "interest": "coding",      "validFrom": new Date("2023-02-10") },  

  { "interest": "cooking",     "validFrom": new Date("2023-03-05") },  

  { "interest": "fitness",     "validFrom": new Date("2023-04-20") },  

  { "interest": "gardening",   "validFrom": new Date("2023-05-12") },  

  { "interest": "hiking",      "validFrom": new Date("2023-06-03") },  

  { "interest": "movies",      "validFrom": new Date("2023-07-25") },  

  { "interest": "music",       "validFrom": new Date("2023-08-18") },  

  { "interest": "painting",    "validFrom": new Date("2023-09-02") },  

  { "interest": "photography", "validFrom": new Date("2023-10-01") },  

  { "interest": "reading",     "validFrom": new Date("2023-11-30") },  

  { "interest": "sports",      "validFrom": new Date("2023-12-15") },  

  { "interest": "traveling",   "validFrom": new Date("2023-01-25") },  

  { "interest": "writing",     "validFrom": new Date("2023-02-28") }  

]);

SQL databases usually share the same table for the values the 
app reads to present to the user and the records written during 
transactions, using a foreign key to link to the reference table. On 
the other hand, with a document model, the structure matches 
the business logic and includes a copy of the information right 
in the transaction document. For instance, when a user picks her 
interests and gets a confirmation email about it, we need to keep 
that information immutable. If an interest gets removed from the 
system, it only affects new choices going forward.
A business rule should help determine when to update existing 
ones and how to go about it, and it’s often more complicated 
than what cascading constraints can handle. In a document 
model, there are no foreign keys: either two entities have the 
same owner, and the child is embedded in the parent document, 
or they have an independent lifecycle and need to be stored and 
updated separately.

A first use-case: insert some documents
My first use case is about inserting new users. This service gets as 
input a username, an e-mail, and a list of interests that have been 
picked up from the list of values displayed in the presentation 
layer. Once the application validated it, it can save the user profile:

db.userProfiles.insertOne(  

  {  

    username: "alice123",  

    email: "alice@example.com",  

    interests: ["reading", "cooking", "coding"]  

  })

The MongoDB API's simplicity is an advantage compared to SQL 
transactions. Data originates from a single form in the presentation 
layer in this use case. MongoDB data model maps it to a single 
document that embeds all information for the business transaction. 
In contrast, a normalized relational model would require a multi-
statement transaction across multiple tables. In this example, 
as the user's interests are a many-to-many relationship, it would 
involve three tables in a relational model. Both approaches are 
valid, but a hierarchical document model allows easier sharding 
and indexing than a normalized relational one.
I added a couple more users for my testing:

db.userProfiles.insertMany([   

  {  

    username: "bob _ the _ builder",  

    email: "bob@example.com",  

    interests: ["gardening", "building", "movies"]  
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  },  

  {  

    username: "carol _ 78",  

    email: "carol@example.com",  

    interests: ["cooking", "traveling", "photography"]  

  }  

]) 

Even though I don't need a ton of data to check how the performance 
scales from the execution plan, the cost-based optimizer might 
not choose the right plan with just three documents. So, I added 
a million random ones instead.

const bulkOps = [];  

for (let i = 0; i < 1000000; i++) {  

  const randomUsername = ùser _ ${Math.random().toString(36).sub-

string(2, 10)}̀ ;  

  const randomEmail = $̀{randomUsername}@example.com̀ ;  

  bulkOps.push({  

        username: randomUsername,  

        email: randomEmail,  

        interests: ["cooking", "eating"]  

  });

}

db.userProfiles.insertMany(bulkOps);

Now that we have this data, we can run our queries. The schema 
is flexible, so we don't have to set a document structure ahead 
of time. However, it’s important to grasp the access patterns and 
set up the right indexes. Nobody wants to scan through a million-
document collection for OLTP queries.

Without an index, the execution plan on MongoDB describes a 
COLLSCAN:

mdb> db.userProfiles.find ( { username:

"carol _ 78" } ).explain().queryPlanner.winningPlan

{

  isCached: false,

  stage: 'COLLSCAN',

  filter: { username: { '$eq': 'carol _ 78' } },

  direction: 'forward'

}

 
The execution plan with the MongoDB emulation of Oracle 
Database shows a FULL TABLE scan:

ora> db.userProfiles.find ( { username:

"carol _ 78" } ).explain().queryPlanner.winningPlan

{

  stage: 'SELECT STATEMENT',

  inputStage: {

    stage: 'TABLE ACCESS',

    options: 'FULL',

    source: 'userProfiles',

    columns: "̀DATA" /*+ LOB _ BY _ VALUE */ [JSON,8200], JSON _ VALUE("-

DATA" /*+ LOB _ BY _ VALUE */  FORMAT OSON , '$. _ id' RETURNING ANY 

ORA _ RAWCOMPARE(2000) NO ARRAY ERROR ON ERROR TYPE(LAX) )[RAW,2000], 

"ETAG"[RAW,16]̀ ,

    filterType: 'filter',

    filter: J̀SON _ EXISTS2("DATA" /*+ LOB _ BY _ VALUE */  FORMAT OSON , 

'$?(@.username.stringOnly() == $B0)' PASSING :1 AS "B0" FALSE ON ERROR 

TYPE(STRICT) )=1̀ ,

    path: "$. _ id'",

    query: "$?(@.username.stringOnly() == $B0)'"

  }

}

The plan is a bit lengthy due to the tricky SQL functions required to 
simulate MongoDB using SQL. In the rest of this article, I’ll highlight 
the key points: stage operations and options, and I might skip 
over some details about columns and filters.

Single-field indexes for the basic access 
patterns
Using a document database with JSON data doesn't mean the 
data is stored without structure. In fact, part of the schema must 
be known in advance when you write to it, helping to create index 
entries for better document retrieval. Similar to SQL databases, 
even if the query planner chooses the indexes instead of the 
queries doing it directly, those indexes still have to be built based 
on how the data will be accessed. In this article, I won't focus on 
creating the perfect indexes right away. Instead, I want to look 
into the different indexing options that are available.
I will have use cases that require finding users by username, email, 
and interests. I created the following single-field indexes:

db.userProfiles.createIndex( { username:  1 } )

db.userProfiles.createIndex( { email:     1 } )

db.userProfiles.createIndex( { interests: 1 } )

 

The indexes don’t limit how I format the documents I add. Instead, 
they ensure that documents that follow the schema can be 
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accessed through queries related to username, email, and interests. 
A value of 1 means there’s an ascending index for that field, while 
-1 indicates a descending index, just like how it works in SQL with 
ASC and DESC.
Similar to SQL databases, I don’t query using the index name. The 
query planner figures out which indexes to use. But if there’s no 
index, the whole collection needs to be scanned. Thanks to the 
indexes I’ve set up, I can easily access a user profile by username:

db.userProfiles.find ( { username: "carol _ 78" } )

[

  {

    _ id: ObjectId('681e17c9fe6f16eb608646ee'),

    username: 'carol _ 78',

    email: 'carol@example.com',

    interests: [ 'cooking', 'traveling', 'photography' ]

  }

]

To keep things running smoothly, make sure the index you created 
is being used for the query you want to optimize. Just like in SQL 
databases, the MongoDB query planner can show you how it's 
going to execute your query:

mdb> db.userProfiles.find ( { username:

"carol _ 78" } ).explain().queryPlanner.winningPlan

{

  isCached: false,

  stage: 'FETCH',

  inputStage: {

    stage: 'IXSCAN',

    keyPattern: { username: 1 },

    indexName: 'username _ 1',

    isMultiKey: false,

    multiKeyPaths: { username: [] },

    isUnique: false,

    isSparse: false,

    isPartial: false,

    indexVersion: 2,

    direction: 'forward',

    indexBounds: { username: [ '["carol _ 78", "carol _ 78"]' ] }

  }

}

Thanks to the index, the query accesses only the documents 
required for the result, with an IXSCAN that reads directly the 

ranges defined in the index bounds, which is a single value here as 
the filter is an equality predicate. This gets the index entries, and 
the corresponding documents are read with a FETCH.
With the Oracle Database emulation, the FETCH gets the row from 
the heap table, with a TABLE ACCESS BY INDEX ROWID, and the 
IXSCAN is an INDEX RANGE SCAN:

[

  {

    _ id: ObjectId('68248067ae606dc3a5c59f47'),

    username: 'carol _ 78',

    email: 'carol@example.com',

    interests: [ 'cooking', 'traveling', 'photography' ]

  }

]

ora> db.userProfiles.createIndex( { interests: 1 } )

interests _ 1

ora> db.userProfiles.find ( { username:

"carol _ 78" } ).explain().queryPlanner.winningPlan

{

  stage: 'SELECT STATEMENT',

  inputStage: {

    stage: 'TABLE ACCESS',

    options: 'BY INDEX ROWID BATCHED',

    source: 'userProfiles',

    path: "$. _ id'",

    inputStage: {

      stage: 'INDEX',

      options: 'RANGE SCAN (MULTI VALUE)',

      source: '$ora:userProfiles.username _ 1',

      filterType: 'access',

    }

  }

}

Note that MULTI VALUE is a new index type Oracle rolled out in 
21c/23ai for JSON documents that may have an array in the path. 
This means multiple index entries can pop up for each table row. 
It's an inverted index, like PostgreSQL GIN, and we will see that it 
has the same limitations. Also, the ROWIDs from the INDEX SCAN 
are BATCHED to make reads from the table smoother. It won't keep 
the order, but that’s fine for my query since there’s no sort() – which 
is like not using ORDER BY.

Filters on JSON path with arrays
One of the main perks of using the document model is that it can 
hold a whole business object in one document, instead of splitting 
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everything into separate tables and rows like the relational model 
does. Typically, a one-to-many relationship, which usually comes 
from a master-detail business setup, gets packed into a single 
document with details saved in an array. Since documents are the 
main game in MongoDB, the way we search and use index keys 
works the same for both single values and arrays.
I set up an index on "interests," an array in my sample documents. 
I created it just like how I would create an index for a scalar field 
with a single value. There's no difference when it comes to querying 
either:

db.userProfiles.find ( { interests: "cooking" } )

[

  {

    _ id: ObjectId('681e267bfe6f16eb608646ef'),

    username: 'alice123',

    email: 'alice@example.com',

    interests: [ 'reading', 'cooking', 'coding' ]

  },

  {

    _ id: ObjectId('681e2681fe6f16eb608646f1'),

    username: 'carol _ 78',

    email: 'carol@example.com',

    interests: [ 'cooking', 'traveling', 'photography' ]

  }

]

The only difference in the MongoDB execution plan is spotting a 
multi-key path since each document has several index entries:

mdb> db.userProfiles.find ( { interests: "cooking" } ).explain().queryPlan-

ner.winningPlan

{

  isCached: false,

  stage: 'FETCH',

  inputStage: {

    stage: 'IXSCAN',

    keyPattern: { interests: 1 },

    indexName: 'interests _ 1',

    isMultiKey: true,

    multiKeyPaths: { interests: [ 'interests' ] },

    isUnique: false,

    isSparse: false,

    isPartial: false,

    indexVersion: 2,

    direction: 'forward',

    indexBounds: { interests: [ '["cooking", "cooking"]' ] }

  }

}

To allow this flexibility of indexing fields with scalar or arrays, Oracle 
emulates this behavior by always using a multi-value index:

ora> db.userProfiles.find ( { interests: "cooking" } ).explain().queryPlan-

ner.winningPlan

{
  stage: 'SELECT STATEMENT',
  inputStage: {
    stage: 'TABLE ACCESS',
    options: 'BY INDEX ROWID BATCHED',
    source: 'userProfiles',
    columns: "̀DATA" /*+ LOB _ BY _ VALUE */ [JSON,8200], JSON _ VALUE("-
DATA" /*+ LOB _ BY _ VALUE */  FORMAT OSON , '$. _ id' RETURNING ANY 
ORA _ RAWCOMPARE(2000) NO ARRAY ERROR ON ERROR TYPE(LAX) )[RAW,2000], 
"ETAG"[RAW,16]̀ ,
    path: "$. _ id'",
    inputStage: {
      stage: 'INDEX',
      options: 'RANGE SCAN (MULTI VALUE)',
      source: '$ora:userProfiles.interests _ 1',
      columns: "̀userProfiles".ROWID[ROWID,10], JSON _ QUERY("DATA" /*+ 
LOB _ BY _ VALUE */  FORMAT OSON , '$."interests"[*]' RETURNING ANY ORA _
RAWCOMPARE ASIS  WITHOUT ARRAY WRAPPER ERROR ON ERROR PRESENT ON EMPTY 
NULL ON MISMATCH TYPE(LAX)  MULTIVALUE)[RAW,4000]̀ ,
      filterType: 'access',
      filter: J̀SON _ QUERY("DATA" /*+ LOB _ BY _ VALUE */  FORMAT OSON 
, '$."interests"[*]' RETURNING ANY ORA _ RAWCOMPARE ASIS  WITHOUT AR-
RAY WRAPPER ERROR ON ERROR PRESENT ON EMPTY NULL ON MISMATCH TYPE(LAX)  
MULTIVALUE)=SYS _ CONS _ ANY _ SCALAR(:1, 4)̀
    }
  }

}

To mimic MongoDB, Oracle builds indexes on JSON documents 
using a function-based index with a new multi-value index type. 
This allows you to retrieve a document by filtering on a scalar value 
within an array. You can find more details about this index in the 
Oracle documentation under Creating Multivalue Function-Based 
Indexes for JSON_EXISTS, although the execution plan shows a 
JSON_QUERY function.
You can connect to the database using SQL to see how this 
emulation works with internal functions like JSON_MkMVI (Make 
Multi-Value Index):

SQL> select dbms _ metadata.get _ dependent _ ddl('INDEX','userProfiles','ORA');

CREATE MULTIVALUE INDEX "ORA"."$ora:userProfiles.interests _ 1" ON 

"ORA"."userProfiles" (JSON _ MKMVI(JSON _ TABLE( "DATA", '$' PRESENT ON EMP-

TY COLUMNS( NESTED PATH '$."interests"[*]' COLUMNS( "K0" ANY ORA _ RAWCOM-
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PARE PATH '$' ERROR ON ERROR PRESENT ON EMPTY NULL ON MISMATCH ) ) ) ))

Just a heads-up, the Oracle 23ai documentation notes that "a 
multivalue index can also index a single scalar value, but for 
queries that target a single value, it's usually more efficient to go 
with a B-tree or bitmap index." Still, we'll see that the MongoDB 
emulation always creates a multi-value index, even when you're 
just working with scalars. This approach helps keep things flexible 
with MongoDB's schema at the price of less performance than 

with a rigid schema.
The indexes discussed in this first part focus on a single field. 
However, similar to SQL databases, and especially because a 
single document can relate to multiple relational tables, compound 
or composite indexes on multiple fields are typically created. We 
will explore this further in the second part of this article in the next 
ORAWORLD issue.
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WHEN BIND VARIABLES BACKFIRE

OSMAN DINÇ

Bind variables improve SQL 
performance and security by 
reusing execution plans, reducing 
hard parsing overhead and 
mitigating SQL injection risks. 
However, key information can 
be hidden from the optimizer, 
limiting optimal execution plan 
generation unless adaptive 
cursor sharing is used. 
Sometimes, using bind variables 
can result in an excessive number 
of child cursors due to reasons 
such as BIND_MISMATCH, BIND_
LENGTH_UPGRADEABLE, and 
BIND_EQUIV_FAILURE. 
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INTRODUCTION
When a SQL statement is parsed, the database creates a cursor 
in the library cache. The cursor stores the parsed SQL statement, 
execution plan and metadata, which includes information about the 
bind variables, such as their names, positions and data types. The 
type and the size of bind variables matter for sharing the cursor.
Sometimes working with bind variables can present challenges, 
as certain situations may disrupt their intended optimization 
benefits. This can lead to an excessive number of child cursors 
being generated for reasons such as BIND_MISMATCH, BIND_
LENGTH_UPGRADEABLE, and BIND_EQUIV_FAILURE. In such cases, 
the _cursor_obsolete_threshold parameter can help manage 
the situation by limiting the number of child cursors created. By 
setting this parameter to a lower value (default is 8192 in Oracle 
Database 19c), the impact can be mitigated until the underlying 
issue is resolved. For non-CDB environments, 1024 might be a good 
starting point. Refer to Mike Dietrich's blog post for more details: 
https://mikedietrichde.com/2018/09/11/oracle-12-2-and-higher-
set-_cursor_obsolete_threshold-to-old-default/
These terms (BIND_MISMATCH, BIND_LENGTH_UPGRADEABLE, and 
BIND_EQUIV_FAILURE) appear as reasons in the v$sql_shared_
cursor view. As of Februrary 2025, in Oracle Database 23ai, there 
are 64 distinct reasons for creating child cursors. These three 
reasons can easily be confused with one another, especially since 
all three involve the term "bind".
I will use SH sample schema and SALES table on Oracle Database 
Version 23.5 running on Docker and will explain all of them in detail.

BIND_MISMATCH
Description: The bind metadata does not match the existing child 
cursor.
First, I will use a bind variable with a NUMBER type. The column 
data type is also NUMBER, so no implicit conversion is needed. 
I will query the sales data for customers with a customer ID less 
than 100,000. There are a total of 918,843 sales records, out of 
which 916,039 sales belong to customers with cust_id lower than 

100000. The selectivity for this condition is calculated as 916,039 
/ 918,843 = 0,996948336114004. Based on this low selectivity, the 
Cost-Based Optimizer (CBO) is expected to choose an Full Scan for 
optimal performance.

SQL> set feedback on sql _ id

SQL> var bind _ var  number;

SQL> exec :bind _ var := 100000;

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL _ ID: 580z1pv8ga9b5

...

916039 rows selected.

SQL> select sql _ id, child _ number, BIND _ MISMATCH, BIND _ LENGTH _ UP-

GRADEABLE, BIND _ EQUIV _ FAILURE from v$sql _ shared _ cursor where sql _

id='580z1pv8ga9b5';

SQL _ ID        CHILD _ NUMBER BIND _ MISMATCH    BIND _ LENGTH _ UPGRADEA-

BLE  BIND _ EQUIV _ FAILURE

_ _ _ _ _ _        _ _ _ _ _ _ _ _ _ _ _  

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 580z1pv8ga9b5 0            N                

N                        N

1 row selected.

Second, I will use a bind variable with a VARCHAR2 type, while the 
column data type is numeric. An implicit conversion will take place, 
and the optimizer will create a new child cursor since the data type 
of the bind variable differs from the current available cursors of 
that sql statement stored in the library cache.

SQL> var bind _ var varchar2(10);

SQL> exec :bind _ var := '100000';

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL _ ID: 580z1pv8ga9b5

...

916039 rows selected.
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SQL> select sql _ id, child _ number, BIND _ MISMATCH, BIND _ LENGTH _ UP-

GRADEABLE, BIND _ EQUIV _ FAILURE from v$sql _ shared _ cursor where sql _

id='580z1pv8ga9b5';

SQL _ ID        CHILD _ NUMBER BIND _ MISMATCH    BIND _ LENGTH _ UPGRADEA-

BLE  BIND _ EQUIV _ FAILURE

_ _ _ _ _ _        _ _ _ _ _ _ _ _ _ _ _  

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _

580z1pv8ga9b5 0            N                N                        N

580z1pv8ga9b5 1            Y                N                        N

2 rows selected.

V$SQL_BIND_METADATA describes metadata related to bind 
variables. Bind metadata provided by the client will be checked 
from here.

SQL> SELECT * from v$sql _ bind _ metadata where address in (SELECT 
CHILD _ ADDRESS FROM V$SQL  WHERE sql _ id='580z1pv8ga9b5');

ADDRESS             POSITION    DATATYPE    MAX _ LENGTH    ARRAY _ LEN    
BIND _ NAME       CON _ ID
_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 
_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 
_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _
000000006D9FD228    1           2            22            0           
BIND _ VAR             3
0000000068AB53C8    1           1            32            0           
BIND _ VAR             3

2 rows selected.

The first query I executed used a bind variable where DATATYPE 2 
(NUMBER). This query resulted in the creation of Child Cursor 0, as 
it was the initial cursor for this query.
For the second query, I used a bind variable with DATATYPE 1 
(VARCHAR2), having a maximum length of 32. Since the data type of 
the bind variable differed from the first query, the database could 
not reuse the existing cursor. As a result, it created Child Cursor 1 to 

accommodate this new bind variable type and length.

BIND_LENGTH_UPGRADEABLE
Description : Bind length(s) required for the current cursor are 
longer than the bind length(s) used to build the child cursor.
Up to now, I have queried the SH.SALES table using the bind_var 
variable with data types NUMBER and VARCHAR2(32). This time, I 
will run the same query but increase the upper limit of the VARCHAR2 
data type length to 128.
Bind variables are classified into four size groups based on their 
length:

1.	 Up to 32 bytes
2.	 33 to 128 bytes
3.	 129 to 2,000 bytes
4.	 More than 2,000 bytes

SQL> var bind _ var  varchar2(128);

SQL> exec :bind _ var := '123456789123456789123456789123456789123456789123

456789';

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL _ ID: 580z1pv8ga9b5

...

918843 rows selected.

SQL> select sql _ id, child _ number, BIND _ MISMATCH, BIND _ LENGTH _

UPGRADEABLE, BIND _ EQUIV _ FAILURE from v$sql _ shared _ cursor where 

sql _ id='580z1pv8ga9b5';

SQL _ ID        CHILD _ NUMBER BIND _ MISMATCH    BIND _ LENGTH _ UPGRADEABLE  

BIND _ EQUIV _ FAILURE

_ _ _ _ _ _        _ _ _ _ _ _ _ _ _ _ _  _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _

580z1pv8ga9b5 0            N                N                        N

580z1pv8ga9b5 1            Y                N                        N

580z1pv8ga9b5 2            N                Y                        N
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3 rows selected.

SQL> SELECT * from v$sql _ bind _ metadata where address in (SELECT 

CHILD _ ADDRESS FROM V$SQL WHERE sql _ id='580z1pv8ga9b5');

ADDRESS             POSITION    DATATYPE    MAX _ LENGTH    ARRAY _ LEN    

BIND _ NAME       CON _ ID

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _

000000006D9FD228    1           2            22            0           BIND _

VAR             3

0000000068AB53C8    1           1            32            0           BIND _

VAR             3

00000000732A49E8    1           1            2000          0           BIND _

VAR             3

3 rows selected.

Now, for the same query, we have three different child cursors. 
Imagine numerous SQL statements with bind parameters running 
in the background, each using inconsistent data type definitions 
or lacking standardized definitions on the application side. This 
inconsistency can quickly lead to the same SQL statement being 
associated with a large number of child cursors, significantly 
impacting both performance and memory usage.

BIND_EQUIV_FAILURE 
Description: The bind value's selectivity does not match that used 
to optimize the existing child cursor.
In the first query, I retrieved the sales data for customers with a 
customer ID less than 100,000. The Cost-Based Optimizer (CBO) 
opted for a full table scan, peeking at the bind variable value of 
100,000. Now, I will query the sales for customers with a customer 
ID lower than 3. There are 176 sales for customers with cust_id < 3, 
resulting in a selectivity of 176/918,843 = 0.000191545236781. In this 
case, an index scan appears to be a much more feasible decision.
I will execute the query with different bind values, which will result 

in additional child cursors being created as the predicate selectivity 
rate varies.

SQL> var bind _ var  number;

SQL> exec :bind _ var:=3;

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL> exec :bind _ var:=3;

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL> exec :bind _ var:=5000;

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL> exec :bind _ var:=78000;

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL> exec :bind _ var:=50000;

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL> exec :bind _ var:=97000;

SQL> SELECT * FROM SH.SALES WHERE CUST _ ID < :bind _ var;

SQL> select sql _ id, child _ number, BIND _ MISMATCH, BIND _ LENGTH _

UPGRADEABLE, BIND _ EQUIV _ FAILURE from v$sql _ shared _ cursor where 

sql _ id='580z1pv8ga9b5';

SQL _ ID        CHILD _ NUMBER BIND _ MISMATCH    BIND _ LENGTH _ UPGRADEABLE  

BIND _ EQUIV _ FAILURE

_ _ _ _ _ _        _ _ _ _ _ _ _ _ _ _ _  _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _

580z1pv8ga9b5 0            N                N                        N

580z1pv8ga9b5 1            Y                N                        N

580z1pv8ga9b5 2            N                Y                        N

580z1pv8ga9b5 3            Y                N                        N

580z1pv8ga9b5 4            N                N                        Y
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580z1pv8ga9b5 5            N                N                        Y

580z1pv8ga9b5 6            N                N                        Y

580z1pv8ga9b5 7            N                N                        Y

3 rows selected.

SQL> select sql _ id, child _ number, plan _ hash _ value , is _ shareable 

from v$sql WHERE sql _ id='580z1pv8ga9b5';

SQL _ ID          CHILD _ NUMBER     PLAN _ HASH _ VALUE    IS _ SHAREABLE

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ 

_ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _ _

580z1pv8ga9b5    0               1550251865         N

580z1pv8ga9b5    1               1550251865         N

580z1pv8ga9b5    2               1550251865         Y

580z1pv8ga9b5    3               1875067431         N

580z1pv8ga9b5    4               1875067431         Y

580z1pv8ga9b5    5               1550251865         N

580z1pv8ga9b5    6               1550251865         N

580z1pv8ga9b5    7               1550251865         Y

Although there are two feasible execution plans, numerous child 
cursors are generated, constantly updating their selectivity statistics.
This reason one is by far the most troublesome in these three reasons. 
Many organizations remain cautious about using the Adaptive 
Cursor Sharing (ACS) feature. In its early days, the feature was a 
little bit plagued with bugs that made its behavior unpredictable. 
If left unchecked or unmanaged, ACS could rapidly consume shared 
pool memory (ORA-4031) and significantly impact CPU utilization, 
leading to performance degradation in a short time. When it comes 
to understanding ACS, Mohamed Houri's blog stands out as an 
invaluable resource. I often refer to his insights and advice, as they 
provide practical solutions and deep technical understanding of 
ACS. His advice: By default, let Adaptive Cursor Sharing (ACS) and 
Extended Cursor Sharing (ECS) work without altering any related 
parameters. However, if performance issues arise, you should be 
able to identify that ACS is the root cause and solve it at the sql 
statement level.
To diagnose ACS-related issues, you can use the following query.

SQL> SELECT sql _ id, COUNT(1) FROM  v$sql _ cs _ selectivity

GROUP BY sql _ id ORDER BY 2 DESC;

Bind Variables Gone Wrong: A Tale of Skewed 
Data and Nonsense Correlations
If you are not utilizing ACS, the optimizer loses access to valuable 
bind information. Without ACS, bind peeking occurs only during the 
first execution, and while the goal is to create a stable execution 

plan, your database's performance stability becomes precariously 
dependent on the bind values of the first statement's bind 
parameters.
I will use the example of gender data in the army to explain this. It's 
a great illustration of skewed data. If you query information about 
women in the army, an index scan is optimal due to the smaller 
dataset. However, for men, a full table scan is more efficient since 
they form the majority. Now, imagine a critical application screen 
is first executed with skewed bind values. If the execution plan is 
decided based on those parameters, overall performance will suffer 
significantly for subsequent runs with the majority.
Another interesting example comes from Tom Kyte, as explained 
by Alex Gorbachev in "Oracle Database Administration from the 
Oak Table" book. This example, which I particularly liked, highlights 
Adaptive Cursor Sharing (ACS) and introduces the concept of 
nonsense correlation. It describes how seemingly unrelated factors 
can impact database performance due to the order of execution 
and bind variable peeking. When an execution plan is created 
based on an initial set of skewed bind values—like querying for 
a small subset of data that performs best with an index scan—
subsequent queries using different values may suffer if a full table 
scan would have been more appropriate.
Mrs. Early Bird typically logs into the system early on Mondays 
and opens the main screen, triggering a key SQL statement that 
uses bind variables. Due to a weekend database instance bounce, 
all execution plans are cleared. When Mrs. Early Bird runs the 
statement first, Oracle's bind variable peeking optimizes it for fast 
performance using a nested-loop join with an index range scan.
However, if she's delayed (e.g., due to heavy Monday rains), a 9 
AM report runs first, using different bind variable values better 
suited for a full table scan and hash join. This causes Oracle to 
create an inefficient execution plan for subsequent users, leading 
to performance issues.
The heavy Monday rains and performance problems form a 
"nonsense correlation," illustrating how bind variable peeking and 
the order of SQL execution can impact database performance.

Final Thoughts
Not using bind variables is not an option, but inefficient usage can 
sometimes lead to the creation of additional child cursors. In such 
cases, the root cause should be investigated, and an appropriate 
solution must be implemented. The version_rpt tool can also be 
used for this investigation.
For issues like BIND_MISMATCH or BIND_LENGTH_UPGRADEABLE, 
modifying the application code usually resolves the problem.
When dealing with child cursors caused by BIND_EQUIV_FAILURE, I 
first attempt to rewrite the SQL statement, if possible. For Adaptive 
Cursor Sharing (ACS)-related issues, since they are primarily tied to 
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predicates, rewriting the SQL may not always resolve the problem 
because the same predicates are involved. In such cases, working 
with column histograms and extended statistics can also help. 
However, in most scenarios, the solution ends up with the addition 
of the /*+ NO_BIND_AWARE */ hint.

Three different child cursor reasons related with bind variables. © Canva – AI Generated

Osman leads the Database Team at the Turkish Ministry of National Defence. He is driven by a deep passion for enhancing 
database performance, solving complex challenges, and optimizing operations especially through automation tools like Ansible 
for tasks such as database patching. Osman holds certifications across multiple cloud platforms (Oracle, AWS, Azure, Google 
Cloud) as well as Oracle Database (OCP 19c). A lifelong learner and active    contributor to the database community, he shares 
his insights and experiences on his blog: https://dincosman.com

OSMAN DINÇ
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GOVERNANCE, RISK, AND 
COMPLIANCE

DEBRA LILLEY

I recently wrote an article 
on Cybersecurity and 
Governance, Risk and 
Compliance (GRC) but 
wanted to share with this 
more engaging audience 
an example of when it 
can go wrong and what 
scares me. 

https://www.facebook.com/emeaoracleusergroups/timeline
https://www.facebook.com/ORAWORLDMag
http://www.oraworld.org
https://twitter.com/eouc
https://twitter.com/oraworld_mag
https://twitter.com/hashtag/oraworld
https://erp.today/grc-and-cybersecurity-rethinking-risk-in-the-era-of-erp-modernization/


I like to explore where the topic takes me and use everyday 
examples as a way to explore a subject. My thought process says 
that the common denominator is about governance, the way in 
which we approach things to ensure we do what we are meant 
to do, as an individual, as a business, subject to regulatory and 
legislative requirements avoiding all risks.
IT and especially Applications is about doing things consistently 
and fast. Humans can do things consistently, but it requires a 
mindset and policies and procedures to follow. I'm a Chartered 
Director and Fellow of the Institute of Directors and their 
commitment to that mindset or discipline for directors running 
businesses is actually the same concept as the mindset we are 
trying to follow in both these topics when designing, implementing, 
and using Applications.
GRC in one of its simplest facets is segregation of duties and most 
GRC systems started in this area, making sure that people don't 
have the ability to manipulate the technology of the applications. 
The most common example being that one individual should not 
be able to create an invoice and the payment details.  
Earlier in my career (before GRC was a thing) I was working 
with a public sector agency who had infrequent but noticeable 
problems with grant payments. We investigated the examples we 
had but couldn't identify the cause. After many months we had a 
breakthrough and a theory, and I went off to spend my weekend 
trying to prove it. Through a combination of poor governance 
in instance or environment naming and a manual process of 
connecting to two different physical computers (I told you it was 
a long time ago), I managed, when testing my theory to be in the 
live instance and not a cloned instance with the same name, on 
the wrong server.  
I was able to give myself access or the ability to create the grant 

scenario and edit the recipient. I set up a scenario for a grant to 
be paid to myself and proved our theory. I felt great but imagine 
my horror Monday morning when I was told that I had created 
a payment to myself from a government agency’s live system. I 
expected my marching orders imminently however the customer 
rang me laughing, congratulated me on solving the problem but 
more congratulating himself that their processes for checking the 
validity of payments had trapped my cheque before it was issued. 
GRC was not working on the creation side of the process but 
certainly working on the payment side. 25 years on and I'm still 
periodically reminded of the day I paid myself from a customer's 
live system.
Let’s think a little bit more about what I did. I should have been in 
that cloned instance, where I had written permission to do what 
I did, but even in that cloned instance I already had the access 
to change my privileges. Many issues here, it shouldn't have been 
physically possible in the production environment where I actually 
was, the mindset has to be who can do what where and why, and 
systems have been introduced over the years to manage this, to 
be the locks on the gates. 
Today we access systems directly, it is rare that you are jumping 
from one to another as I was using telnet, but we still need 
more governance around access to our systems to avoid the 
cybersecurity incidents we read daily with horror and the ‘thank 
goodness it's not me’ relief. This is why we take these disciplines 
so seriously.
Cybersecurity in my personal life scares me, we rely on technology 
for everything we do and yet everywhere there are stories of 
how people have exploited that technology. Recently in the UK 
there was a National Scams Awareness Week with programs to 
educate people as to how to avoid the many ways that we can 
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be exploited through technology. Businesses have cybersecurity 
training to educate their workforce on the risks to business and 
our supply chain and to install the right mindset. 
Thinking of these approaches to education, two examples that 
have affected me, a supposedly educated IT savvy individual 
come straight to mind: Did I tell you I'm travelling this year? Well, 
for each port of call I must understand the requirements for entry, 
if I simply google visa requirements for wherever, there will be a 
plethora of results that all look correct to the untrained eye but 
that may be opportunities for the unscrupulous to obtain money. 
If you need a visa very often there is a site that appears in your 
search, probably even elevated through advertising that actually 
provides you with the visa but at an elevated cost. Simply a portal 
into the government API and you're charged for the privilege 
whereas the actual government site has no additional costs. It 
is unbelievable how many of these I have seen while I've been 
planning this travel.
To me this example is deliberate exploitation and whilst these 
may not be illegal, just opportunist and they will maintain they 
are providing a higher level of service. However, criminals use the 
same approach to extract money and then provide no service at 
all. There are plenty of examples where people have paid on a 
website that was not delivering what it claimed.  
The other example is my mindset of the risks, we all undergo 
cybersecurity training in our jobs and often it is delivered through 
an ongoing series of videos with a story to ensure that you 
remember the messages. A recent one I watched was around the 
scenario where a USB stick had been given as a gift following a 
convention and infected the receiver with spyware. I'd never come 
across that scenario before and perhaps that's just my naivety 
and ignorance, but they are given out all the time. Now in my 

organisation and in many organisations the use of USB ports 
is highly managed, but I always thought that that was about 
ensuring that data wasn't lost through these portable devices 
that are not controlled as effectively as are main laptop PC's etc. 
This is an example of an unconscious action, this one exploitation 
where the user just doesn't think, and the criminal puts the tools 
into the hands of the unexpecting.
So now my mindset has been expanded and that is probably the 
biggest area of growth in both GRC and cybersecurity, each time a 
bad actor exploits a system or process then the technical mindset 
has to be expanded. Not just holes plugged but understanding 
how that hole was identified and exploited.  Ensuring that the 
solution not only closes that gap but any of that could be created 
through the same approach.
We're currently in the exciting period of AI and all of the wonderful 
things that it can be used for. Identifying all the use cases. 
One clear area is to monitor for suspicious activities and close 
down issues both within our systems, the GRC and externally 
the cybersecurity. However as much as AI is used for the good, 
criminals are also using AI to exploit us, making the need for these 
technical mindsets even greater.
If I go back to Scam Awareness campaigns, much of the education 
was aimed at my generation, more elderly people who had not 
grown up with technology and more likely to fall for these scams. 
When I speak to younger people who have grown up tech savvy 
their mindset recognizes scams more easily because they are 
aware of how technology can be used for exploitation. So, is this 
the generational problem that we will outgrow? I'm not sure, this 
same generation that recognizes scams more easily and is more 
comfortable with technology is also more comfortable with sharing 
personal information which can be used and is in many scams.
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Debra is an Oracle ACE Director for Fusion Applications ad Technology, she is VP Customer Success at Inoapps. She has been a 
champion of user groups for almost 3 decades serving on the board of UKUG for many years and now with ODTUG.
If you have a disaster story you turned into a learning exercise, she would love to hear yours debra.lilley@inoapps.com

DEBRA LILLEY

Back to my travel woes, my next stop requires a visa, a health 
declaration and a customs declaration plus of course check in 
for a flight. I am confident that I have used the official website 
of each of those organisations but each one of them now has my 
passport and personal details which in the wrong hands could be 
dangerous and this web of information makes it more difficult to 
trace issues should they occur. Again, an example of where our 

individual and technology mindsets need to be expanded.
If I go back to the IoD code of conduct for directors (https://www.
iod.com/news/policy-and-governance/iod-code-of-conduct-for-
directors), this is the mindset for those leading our businesses. 
GRC principles and cybersecurity principles are the mindset that 
we in IT ERP need to have and sign up to in the same way. 
I’d love to hear your thoughts.
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THE SOUTH AFRICAN ORACLE USER 
GROUP CONNECT. COLLABORATE. 
INNOVATE. PENELOPE CLARKE

The South African Oracle 
User Group (SAOUG) is a 
professional, non-profit 
organisation led by a 
dedicated Board of Directors 
and supported by passionate 
volunteers. It acts as a 
neutral communications 
channel between Oracle 
Corporation, Oracle Partners, 
and Oracle Users – providing 
a platform to exchange ideas, 
share best practices, and 
address challenges in using 
Oracle Technologies and 
Applications.
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While the SAOUG is rooted in South Africa, its vision and influence 
extend across the African continent. With a renewed focus on 
expansion, innovation, and collaboration, the SAOUG is helping 
to build a sustainable Oracle ecosystem in Africa.

A New Chapter for the SAOUG
In March 2024, a new Board of Directors was appointed with a 
bold vision: to expand and unify the Oracle ecosystem across 
Africa. This revitalised team is driving collaborations with global 
Oracle User Groups, Oracle ACEs, thought leaders, and end users, 
focused on enabling innovation, digital transformation, and 
business modernisation.
Penelope Clarke, Chair of the SAOUG, shares: “Together, we are 
stronger. Our diverse backgrounds, experiences, and perspectives 
are our greatest strengths. Each one of us brings something unique 
to the table, and it’s this that fuels our creativity, innovation, 
and resilience. As we work towards our common goal of making 
a positive impact in the Oracle Community, let’s support each 
other. Every small effort counts – and together, we can achieve 
extraordinary things.”

Unlocking Value with Oracle Cloud and AI
The SAOUG provides thought leadership and engagement 
opportunities across a wide range of Oracle Technologies, 
Applications, and industries. Focus areas include:

•	 Oracle Cloud Infrastructure (OCI)
•	 Artificial Intelligence (including Generative AI)

•	 Advanced Data Management and Business Intelligence
•	 Developer Tools and Test Automation
•	 ERP, EPM, Finance, Security and Risk Management
•	 Telecommunications and Government
•	 HCM, Tax and Payroll
•	 Sales, Services and Marketing 
•	 Leadership and Change Management

Through its network of local and international Oracle professionals, 
the SAOUG also shares the latest insights and best practices in 
solutions and tools including NetSuite, JD Edwards, Primavera, 
Java, APEX, and MySQL.
Knowledge sharing takes place through a variety of touchpoints 
– from online Special Interest Groups (SIGs) and one-on-one 
engagements to website resources and social media channels.

SAOUG Conference 2025: Hello Africa
The highlight of the year will be the annual SAOUG Conference, 
taking place from November 9 to 11, 2025 outside of Johannesburg, 
South Africa. This event brings the Oracle community together in 
person to network, learn, and share experiences in a fun, high-
energy and professional environment.
It’s a culmination of the Group’s work – a celebration of community 
and innovation, under an African Cloud… with a red lining.

Next Generation: Growing into the Future
Looking ahead, the SAOUG is planning a name change to better 
reflect its growing pan-African reach and vision. There is also a 
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strong focus on the next generation of Oracle professionals – 
including students, graduates, and interns.
Planned initiatives include mentorship, real-world learning 
opportunities, and career development support to help emerging 
talent gain valuable experience and build connections with 
seasoned Oracle professionals.

Clarke adds, “We remain optimistic about our future. The support 
we’ve received from our community has been incredible – and it 
inspires us to keep growing, keep building, and keep ‘spreading 
the red’ as we make an impact across Africa.

Penelope is the Chair of the SAOUG. She has over 30 years of experience in the IT Consulting Industry, delivering various 
solutions ranging from On-Prem, Cloud IaaS and SaaS Implementations, Human Resources (HCM), Payroll, Internet, 
ERP, Legislative and Financial Solutions. She gained extensive experience in the consulting and programme/ project 
management field, with exposure to a range of industries and environments. Penelope is passionate about growing and 
mentoring talent, participating in various mentorship roles and driving quality an excellent delivery in she does. 

PENELOPE CLARKE
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DOAG IN NOVEMBER: FOUR 
CONFERENCES IN FOUR DAYS
CHRISTIAN LUDA

In November, DOAG will be hosting no less than four conferences 
at the NCC in Nuremburg. The main conference is the traditional 
DOAG 2025 Conference + Exhibition which takes place with three 
conference days from November 18 to 20 and an additional training 
day on November 21. Germany’s leading Oracle user conference 
offers sessions on the main topics “Database”, "Infrastructure", 
“Development”, "Middleware", "Data Analytics & AI" and "Strategy 
& Soft Skills". The conference program will be published at the 
beginning of August.
One day earlier, the fourth edition of the European NetSuite User 
Days starts. The independent, international NetSuite conference 
takes place on November 17 and 18. Visitors can look forward 
to expert presentations, experience reports, training, customer 
stories, best practices and news on Oracle’s ERP software NetSuite. 
The Call for Papers is open and runs until July 21, 2025.
Then, from November 18 to 19, a new conference celebrates its 
premiere: The Low-Code Creator, a collaboration between DOAG 
and the Low-Code Association, focuses on the core ideas of low-
code: Accelerating software development processes and lowering 
barriers to entry. The two-day event is aimed at developers and 
architects from the SME and enterprise environment as well as the 
public sector who are already working with low-code platforms 
or would like to learn more about the technology, platforms and 
solutions based on them. 
Finally, on November 19 and 20, the AI Navigator takes place 
for the third time in Nuremberg. The event, organized by DOAG, 

Heise Medien and de'ge'pol, is dedicated to the benefits and 
effects of AI on all areas of life – from professional practice to 
business models and social consequences. In addition to exciting 
presentations, there will be discussions with decision-makers from 
politics, associations and business – always with a view to the 
practical application of AI.
Tickets for the DOAG Conference + Exhibition include access to 
both Low-Code Creator and AI Navigator. See you in Nuremberg!
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CALL FOR PAPERS
European NetSuite User Days
July 21, 2025 
https://netsuite.doag.org/en/call-for-papers/

AUSOUG
August 1, 2025
https://ausoug.org.au/connect-2025-call-for-papers/

NZOUG
July 25, 2025 
https://www.nzoug.net/conference-presentation-submission

67@emeaoracleusergroups @ORAWORLDMag www.oraworld.org@EOUC    @ORAWORLD_Mag    #ORAWORLDFOLLOW US ON

https://netsuite.doag.org/en/call-for-papers/
https://ausoug.org.au/connect-2025-call-for-papers/
https://www.nzoug.net/conference-presentation-submission
https://www.facebook.com/emeaoracleusergroups/timeline
https://www.facebook.com/ORAWORLDMag
http://www.oraworld.org
https://twitter.com/eouc
https://twitter.com/oraworld_mag
https://twitter.com/hashtag/oraworld


68@emeaoracleusergroups @ORAWORLDMag www.oraworld.org@EOUC    @ORAWORLD_Mag    #ORAWORLDFOLLOW US ON

EVENTS

LAOUC Tour 2025
August 8 - 26	
Mexico, Costa Rica, Panama, Guatemala, Chile,  
Argentina, Brazil, Paraguay
https://www.laouc.org/laouc-2025-inicio/

POUG 2025
September 5 - 6 
Poznan, Poland
https://poug.org/

OCYatra 2025
July 19 - 27 
Bengaluru, Hydrabad, Pune, Mumbai,  
Gurugram, Chennai
https://www.aioug.org/ocyatra/2025
 

Oracle Community Tour EMEA 2025
October 27 - November 18  
Bishkek, Kyrgyzstan + Tashkent, Uzbekistan + Dushanbe, 
Tajikistan + Bucharest, Romania + Copenhagen, 
Denmark + Riyadh, Saudi Arabia + Madrid, Spain + 
Utrecht, Netherlands + Nuremberg, Germany
http://ogbemea.com/

ConTech 2025
November 3 - 4 
Bucharest, Romania
https://contech2025.rooug.ro

HrOUG 2025
October 15 - 18 
Rovinj, Croatia
https://2025.hroug.hr/eng

Oracle CloudWorld 2025
October 13 - 16 
Las Vegas, NV, USA
https://www.oracle.com/cloudworld/

ECO 2025
November 4 - 5 
Raleigh, NC, USA
https://www.eastcoastoracle.org
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European NetSuite User Days
November 17 + 18
Nuremberg, Germany
https://netsuite.doag.org/en/

DOAG 2025 Conference + Exhibition
November 18 - 21 
Nuremberg, Germany 
https://anwenderkonferenz.doag.org/en/home/

AI Navigator 2025
November 19 + 20
Nuremberg, Germany
https://www.kinavigator.eu/en/nuremberg/

Connect 2025
November 24 - 26 
Perth + Melbourne, Australia
https://ausoug.org.au/connect-2025/

Low-Code Creator
November 18 + 19
Nuremberg, Germany 
https://low-code.doag.org/en/

JavaLand 2026
March 10 - 12 
Euro-Park, Rust, Germany 
https://www.javaland.eu/en/

Tūtahi: NZOUG 2025
November 28 
Wellington, New Zealand
https://www.nzoug.net/nzoug-2025-conference

UKOUG Conference 2025
November 30 - December 2 
Birmingham, England
https://ukoug.org/page/comingsoon
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LEGAL NOTICE

ORAWORLD is a publication of the EOUC — EMEA ORACLE USERGROUP COMMUNITY 
The following user groups belong to EOUC:
Angola Oracle User Group, Oracle User Group Armenia, Austrian Oracle User Group, Azerbaijan Oracle User Group, Bulgarian Association of Software Developer, Bulgarian Oracle User Group, Hrvatska 
udruga Oracle korisnika, Czech Oracle Applications User Group, Danish Oracle User Group, Egypt Oracle Users Group, Oracle User Group Estonia, Oracle User Group Finland, Club Français des Utilisateurs 
JD Edwards, Association des Utilisateurs Francophones d’Oracle, Club des Utilisateurs PeopleSoft, Oracle User Group Georgia, Deutsche Oracle Anwendergruppe, PeopleSoft Germany, Hungarian Oracle 
User Group, Israel Oracle User Group, Taranta Valley Oracle User Group, Italian Oracle User Group, Jordan Amman Oracle User Group, Latvian Oracle Users Group, Lithuanian Oracle Users Group, Mauritius 
Oracle User Group, Oracle Gebruikersclub Holland, Oracle Benelux User Group, Oracle User Group Norway, Polish Oracle Users Group, Oracle Users Group Portugal, Romanian Oracle User Group, Russian 
Oracle User Group, EBS Finance Special Interest Group Russia, Arab Oracle User Group, Serbia and Montenegro, Slovenian Oracle User Group, South African Oracle User Group, Spanish Oracle User Group, 
Swedish Oracle User Group, Swiss Oracle User Group, Tajikistan Oracle User Group, Turkey Oracle Users Group, Ukraine Oracle User Group, Middle East Oracle User Group, United Kingdom Oracle User 
Group, Zimbabwe Oracle User Group. 

Editorial board:
Registered office: DOAG Dienstleistungen GmbH 
Tempelhofer Weg 64, 12347 Berlin, Germany
www.doag.org, 
Director Fried Saacke, 
AG Berlin Charlottenburg HRB 95694B, 
VAT ID DE240700058
Contact: redaktion@doag.org 
Editor-in-chief (ViSdP): Mirela Ardelean, Christian Trieb

Editorial team: 
Mirela Ardelean, Christian Trieb, Ann-Sofie Vikström Often, Andrejs Vorobjovs
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Article submission:
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Disclaimer:
All rights reserved. Duplication or retransmission in whatever form or whatever medium either in whole or in part requires written permission, to the extent the content is not made available for duplication 
or retransmission.

The information in this publication has been duly researched and is correct to the best of our knowledge and belief. The use of this information is at your own risk. No liability for the accuracy of the in-
formation is accepted and, in particular, for its practical application in individual cases. Opinions represent the views of the individual author and do not necessarily represent the view of the publisher.

The ORAWORLD e-magazine reports on events in the Oracle and IT world. The publication covers current topics in the international user group network, as well as news items 
on products and technologies and their use. The purpose of the magazine is to foster the sharing of knowledge and experience among readers. ORAWORLD is independent of 
Oracle and does not represent its commercial interests either directly or indirectly.

ORAWORLD is published by DOAG Dienstleistungen GmbH, Tempelhofer Weg 64, 12347 Berlin, Germany, legally represented by director Fried Saacke, the nature and purpose of whose business is man-
agement of the group, organising events and publishing. 

DOAG e.V. holds 100 percent of the capital invested in DOAG Dienstleistungen GmbH. DOAG e.V. is legally represented by the managing committee; Chair: Björn Bröhl.
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